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ABSTRACT 
In this paper, we describe a range of audio problems that impact 
the effectiveness of audio conferences and detail the solutions we 
have devised to address these problems. We conducted an audio 
quality assessment to determine how differences in quality impact 
audio clarity, a remote person’s experience connecting to a 
conference room , and social presence. Based on the results of this 
assessment, we examine the costs and benefits of increasing audio 
fidelity with respect to the network resources needed to support 
high-fidelity audio conferencing. 

Categories and Subject Descr iptors 
H.5.3 [Group and Organization Interfaces]: collaborative 
computing, synchronous interaction, computer-supported 
cooperative work, evaluation/methodology, organizational design. 

General Terms 
Design, Experimentation, Human Factors. 

Keywords 
Audio conferencing, distributed meetings, cocktail-party effect. 

1. INTRODUCTION 
Distributed meetings continue to be an important way of 
conducting business in global enterprises. In our previous work, 
we conducted a study to better understand the problems our 
employees and customers were having with distributed meetings, 
particularly audio conferences [34]. This research resulted in a list 
of top problems. Out of the top 10 problems, 5 were related to 
audio:   

Some people could not be heard ............................ 33.9% ..P=.004 
Difficult to identify who was speaking .................. 29.1% ..P=.000 
Poor audio quality ................................................... 23.8% .P=.001 
Too much extraneous noise .................................... 20.2% .P=.000 
People did not follow effective mtg. behaviors .... 8.6% ....P=.008 
 
Percentages above indicate the frequency of a problem and the P 
values indicate the degree to which a problem is correlated with 
“meeting effectiveness.” P=.000 is the most highly correlated. 

The last problem is included because our interview data shows 
that not following effective meeting behavior includes audio-
related behaviors such as failing to mute the phone, not speaking 
close enough to a microphone, and the meeting facilitator not 
checking to see if remote attendees can hear adequately.  

When we did our initial design of the SunTM Labs Meeting Suite, 
we created a number of features to 
address these problems (Figure 1). 
For example, we designed a display 
with speaking indicators to show the 
name of the person currently 
speaking (black or gray sound waves 
to the left of the names). Since the 
speaking indicators trigger from loud 
background noises as well as from 
speech, meeting participants can see 
who is the likely cause of distracting 
noise. The software mute button  
makes it apparent who is on mute 
(shown with brackets), and who is 
not. We also provide back-channel 
“flags” that meeting attendees can 
use to indicate that they are having 
an audio problem (shown to the right of Adam Harley’s name).  

These features represented a big improvement over the audio 
conferencing tools that our employees were accustomed to using. 
In the two years that the software has been available in prototype 
form, we have attracted about 900 regular users. But in analyzing 
the feedback from these users, it became clear that audio problems 
continued to be a source of frustration. The features, as helpful as 
they are, do not address the root cause of some of the worst audio 
problems.  

In addition, remote users still complained about being left out of 
conversations or being ignored all together. This makes it difficult 
for them to participate in the conversation, and they are likely to 
feel remote and isolated rather than engaged and connected. We 
know from previous research that feelings of isolation contribute 
to worker dissatisfaction and decreased loyalty to the organization 
[26].  Likewise, increasing a meeting participant’s sense of social 
presence, the sense of being together with another, can help them 
gain “satisfying and productive access to others’ thoughts [and] 
emotions…” [4]. In our work, we strive to give remote users a 
greater sense of social presence in meetings. 



In the intervening two years since we reported on our distributed 
meeting study, we have focused our efforts on better 
understanding the nature of audio problems and devising solutions 
that address these problems in a more fundamental way than we 
were able to do in our initial implementation. 

2. BACKGROUND 
As researchers in the CSCW field, audio was not initially our 
primary area of expertise. The user data we collected, however, 
led us to conclude that the most meaningful way to improve the 
effectiveness of audio conferences was to focus on the most 
problematic aspect of these conferences – the audio itself. This 
background section provides details that are helpful in 
understanding our solutions.  

2.1 Audio Fidelity 
In our daily lives, we are accustomed to experiencing audio from 
many varied sound sources. The average person’s ear responds to 
sounds in the frequency range of 20 hertz to 20,000 hertz (20 
kilohertz), although this varies substantially with age and gender. 
Human voices are loudest around 500 Hz (male) and 700 Hz 
(female), but contain sound in the whole spectrum from 30 Hz to 
10,000 Hz (10 kHz) [21].  
To capture, transmit and reproduce these real-world sounds, they 
must be converted to a digital form. To do this, our system records 
periodic samples of the audio at a certain rate. How often we 
sample the sound, known as the sample rate, in conjunction with 
the amount of information in each sample, known as the sample 
size, controls how well the audio can be reproduced. The more 
frequently we collect samples and the more information contained 
in each sample, the better we can reproduce the original sound.  

For audio conferencing, most people experience telephone-quality 
audio. Over telephone lines, the sample rate is 8 kHz and the 
sample size is 8 bits, which allows us to hear sounds between 250 
Hz and 3.4 kHz (see Figure 2). We use the shorthand “8k” to 
describe telephone-quality audio. In our research, we consider this 
to be a low fidelity audio condition. When listening to music in 
digital form, we are accustomed to hearing audio at CD-quality. 
This translates to a sample rate of 44.1 kilohertz (44.1k) and a 
sample size of 16 bits, which can reproduce sounds in the full 
range of frequencies that humans can hear. CD-quality audio is 
the highest fidelity that we have used in our research.  

2.2 Stereo 
In addition to increasing audio fidelity to CD quality, our solution 
makes use of stereo audio. With stereo audio, there are two 

channels, right and left. A sound source can play completely in 
one ear, completely in the other, or partially in both. This gives 
listeners a limited ability to locate a sound source in space. People 
can almost always tell if a sound is coming from the right or left, 
but they usually cannot distinguish if a sound is in front of them 
or behind them.  
In their work on the Virtual Meeting Room at AT&T Bell 
Laboratories in 1995, Seligmann, et al suggest that: “Simple 
stereo pairing allows listeners to subjectively localize sounds in 
the 3D audio space; reduces the perception of reverberation, 
background and impulse noises; lends greater ease in 
differentiation of multiple speech streams; and enhances 
comprehension of speech in negative signal-to noise 
environments.” They also report on a 1991 project by Shimizu 
that “within teleconferencing settings, stereophonics enabled 
listeners to more easily identify speakers with whom they were 
unfamiliar” [29]. 
Stereo audio is distinct from spatial audio that is used in virtual 
reality systems (for example, [15], [8], [23]) and audio navigation 
(for example, [22], [28]). A few researchers working on audio 
conferencing systems have also experimented with spatial audio 
(the Virtual Meeting Room mentioned above [29] as well as [12] 
and [6]). In systems that support spatial audio, mathematical 
functions are used to calculate what sound would reach a person’s 
right and left ear from a given sound source in a three-
dimensional space. When done well, listeners should be able to 
tell if a sound is above or below them, in addition to its location 
around them. Spatial audio provides more richness in the sound, 
but it is computationally much more expensive than stereo audio 
and can be difficult to compute in real time. 

Based on prior research that indicates that spatial audio is no more 
effective for the types of tasks we need to support for audio 
conferencing [7], we opted for the simpler stereo audio approach. 

2.3 The Cocktail Party Effect 
Another audio-related phenomenon that was important for us to 
understand and exploit is known as the cocktail party effect. This 
refers to humans’ ability to selectively focus their attention on one 
sound source in the face of many sound sources ([3] and [31]). 

A number of other research projects have built audio-related 
systems that exploit the cocktail party effect. In the NASA Voice 
Loops system, for example, flight controllers monitor multiple 
audio conversations at the same time [33]. Talking in Circles [27] 
and The Mad Hatter’s Cocktail Party [2] both involve multiple 
people conversing in a virtual space. These systems use audio 
attenuation to virtually bring nearby speakers into audio focus. 
While not exactly the same as the sort of distributed meetings we 
support, all these projects have proposed ways for users to focus 
their attention on a single audio source in the face of multiple 
audio sources. This is related to what we want to enable our users 
to do when a person is participating remotely in a meeting taking 
place in a conference room. They have to selectively attend to the 
speaker in the face of background noise and side conversations. 

2.4 Voice over  IP (VoIP) 
When using standard telephones and mobile phones, it is only 
possible to transmit audio at 8 kilohertz mono (8k/1). It is 
necessary to use voice over IP (VoIP) to transmit either higher 
fidelity audio or more channels of audio. With VoIP, it is 
technically possible to transmit voice at CD quality or higher [13].  

 
Figure 2. Approximate frequency ranges on a log scale. 



To transmit audio over the IP network, the audio must be encoded 
with a codec, software that defines how the analog audio signal is 
converted to digital and then back again, and whether or not it is 
compressed along the way. The default codec for telephone-
quality audio is either the American/Japanese standard called mu-
law or the standard in the rest of the world called A-law [18]. 
To date, only a few VoIP providers such as Skype 
(http://skype.com) and possibly Gizmo (http://gizmoproject.com), 
provide telephony services at a higher fidelity than 8k. The VOIP 
Wiki reports that Skype uses WideBand VoIP to transmit audio at 
16 kilohertz mono (16k/1). They also report that the Asterisk 
software PBX will support WideBand VoIP codecs [32]. While 
the VoIP vendors are starting to experiment with higher fidelity 
audio, to our knowledge, there are no services available that 
transmit stereo audio for audio conferencing.  

WideBand VoIP, however, comes at a cost. The higher the audio 
fidelity, the more data that is needed to reproduce the audio. There 
are two choices when transmitting high-fidelity audio over a 
network. You can compress the audio, using a codec such as MP3, 
but this takes processing time and can compromise the fidelity. 
Alternately, you can send the data uncompressed, which uses a 
substantial amount of network bandwidth. For example, the 
bandwidth needed to transmit uncompressed 8k/1 audio is 128 
kilobits/second. More than 10 times the bandwidth is needed to 
transmit uncompressed CD-quality, stereo audio (44.1k/2). In our 
system, we actually compress the 8k audio to accurately mimic 
the standard telephone system, but we do not compress the high 
fidelity audio. This allows us to achieve the best possible sound 
quality. In our system, therefore, the high fidelity audio uses 20 
times the bandwidth of the low fidelity, telephone-quality audio. 
Because of these substantial network costs, we wanted to 
determine the tangible benefits of higher quality audio to better 
understand the tradeoffs. 

3. ADVANCED AUDIO FEATURES 
The SunTM Labs Meeting Suite is a collaboration system featuring 
high-fidelity VoIP audio. We have gradually added advanced 
audio features in order to improve the experience for remote 
meeting attendees. While adding these new features, we wanted to 
give remote participants more control over the audio they were 
hearing while not constraining them to specific hardware or audio 
setups. We also wanted to design our software for graceful 
degradation, allowing meeting attendees to use a range of devices 
to participate in conference calls. 

3.1 Audio Infrastructure 
Our infrastructure includes a software phone and a conference 
bridge, which together handle the audio portion of a conference.   
The bridge mixes the audio signals together from all meeting 
participants while the software phone handles the audio from an 
individual’s computer. The software phone is mostly an invisible 
component of the Meeting Suite. In our hybrid PBX/VoIP 
approach, users can opt to use either a regular telephone or the 
software phone to connect to a conference call. A phone combo-
box allows users to enter their phone number, select one from a 
list, or select the software phone (Figure 3). 

When a person joins a call, they will be directly connected to the 
conference if they have chosen the software phone option. If they 
opt to take the call on a landline or mobile phone, their phone will 
ring when they click the Join button. After pressing a phone key 

to confirm that a human rather than a machine has picked up the 
phone, the person is connected to the conference. 

3.2 High Fidelity Audio 
By modifying the software phone and the voice bridge together, 
we were able to add support for compressed audio at 8k and 
uncompressed audio at 16k, 32k and 44.1k, in both mono and 
stereo.  In implementing high-fidelity audio, one early choice was 
whether to allow mixing of different audio codecs in a single 
meeting. This feature adds considerable complexity, because the 
conference bridge must convert between different sample rates 
and apply appropriate filters in real time. In keeping with our 
philosophy of graceful degradation, we decided this was a key 
feature, since it allows people with just a telephone to participate 
in a high-fidelity meeting, albeit with lower quality audio.  

At the current time, it is only possible for users directly connected 
to our high-speed corporate intranet to take advantage of the CD-
quality stereo codec. Setting a conference to the highest fidelity, 
however, does not mean work-from-home users are excluded. 
They will be connected to the conference call at the highest 
fidelity possible over their network connection. If this uses too 
much bandwidth, they can manually change the software phone’s 
fidelity setting to leave more bandwidth for other applications. 

3.3 Personal Conference Layout 
Higher fidelity audio only partially addresses the problem of 
audio clarity. This makes it easier to disambiguate confusable 
sounds, but it does not necessarily help with soft-spoken or loud 
speakers. It also does not help to separate the sound spatially. All 
of the audio comes from the center of the stereo field, not taking 
full advantage of the stereo capabilities of the codecs.  

 
Figure 4. Example of one user 's conference layout. 

To fix these problems and give remote attendees more control 
over their audio environment, we implemented personal 
conference layouts. These layouts let each user individually adjust 

 
Figure 3. The Phone combo-box (upper r ight) allows users 
to select the software phone or  a regular  telephone number . 



the volume and location in the stereo space of each other user in 
the meeting. By dragging the names in the audio configuration 
window from side to side, a user can adjust another user's location 
in the stereo field (Figure 4). By moving the name up and down, 
they can adjust the volume. This effect is private, and is only 
heard by the user who creates the mix. 
Our voice bridge supports full stereo mixing, so participants may 
join in either mono or stereo, and everyone may adjust volumes as 
they see fit. Both mono and stereo signals can be moved in the 
stereo field, but this effect can only be heard by users connected 
in stereo with the software phone.   

4. GOALS AND HYPOTHESES 
The overarching goal in our work is to improve the effectiveness 
of distributed meetings, but in considering the problems related to 
audio, we set three much more specific goals. These goals are: 
improving audio clarity, improving the conference room 
experience, and enhancing a sense of social presence. For each of 
these three goals, we developed a hypothesis for how the goal 
might be achieved. Let’s examine each in turn. 

4.1.1 Audio Clarity 
Human brains are tuned to understanding speech, even under the 
worst of audio conditions, but the clearer the audio signal, the 
easier it is to understand. When an audio signal is degraded due to 
low fidelity or background noise, a number of problems occur. 
First, listeners have to strain to hear the speech, thus expending 
considerable mental effort to understand the words. This makes it 
more difficult to focus on the content of what is being said. A 
degraded audio signal can also make it considerably more difficult 
to understand soft-spoken and accented speakers. It stands to 
reason, therefore, that if we can improve the clarity of the audio 
signal, we should be able to decrease the effort it takes to 
understand the meaning of what a remote person has said. 

Hypothesis: Increasing audio fidelity will decrease mental effort 
(cognitive load) for audio conference participants. 

4.1.2 Conference Room Interaction 
In our original distributed meeting study [34] we discovered that 
in our company, just under 70% of all distributed meetings 
include at least one conference room. We also found a correlation 
between the number of conference rooms in a meeting and the 
number of problems people experienced in those meetings.   

Conference rooms tend to exacerbate audio-related problems. 
Consider background noise for example. Conference rooms often 
contain projectors and/or computers near the microphones. Since 
the people in the conference room can only mute the entire room 
and not individually mute themselves, their eating, paper 
shuffling, and restless movements get picked up by the 
microphones, making it more difficult for the remote participants 
to hear the speaker. 

Another problem that happens frequently in conference rooms is 
that multiple people speak at the same time. Before a meeting 
starts and immediately after it ends, small groups might chat with 
one another. These are important moments for relationship 
building and networking. During the meeting, face-to-face 
participants in animated discussions may also talk over one 
another. As reported by DiMicco, overlapping speech is extremely 
common [10]. With most current audio conferencing technology, 

it is quite difficult to understand anything when multiple audio 
streams are present [31]. 

We know from our previous research that face-to-face participants 
are rarely good about saying their name before they speak, so 
remote participants often miss speaker changes. If the remote 
participants do not know the conference room attendees well, they 
frequently cannot distinguish similar-sounding voices. In this 
situation, it is often impossible to know the identity of the person 
speaking. While our Meeting Suite software solves the problem of 
knowing who is speaking for individual participants, we currently 
have no technology to identify speakers in conference rooms. 

Taken together, these problems tend to make meetings that 
include conference rooms less effective for remote participants 
than for face-to-face participants. Since such a high percentage of 
remote meetings include conference rooms, this seems like an 
important scenario to improve. Based on cocktail party effect 
research, we believe that by transmitting a stereo audio signal, the 
conference room experience can be improved such that remote 
participants can hear individual speakers more clearly in the face 
of background noise and overlapping speech. We also believe we 
can help remote participants detect speaker changes more readily, 
and determine how many different individual speakers are in the 
room.  

Hypothesis Providing a stereo signal to remote conference room 
attendees will improve their ability to hear and understand 
conference room conversations. 

4.1.3 Sense of Social Presence 
Interval Research’s 1996 Thunderwire project [1] prompted us to 
think that there might be a connection between audio quality and 
social presence. In that project, high-fidelity stereo audio was 
used to connect distributed researchers in an always-on audio 
space. After two months of using the audio space, the researchers 
expressed a sense of feeling physically closer to one another. 

From the Thunderwire project results, it is not clear whether it 
was the fidelity of the audio or the stereo aspect that resulted in 
the increased sense of social presence. Likely it was the 
combination of the two, which act together to reproduce sound 
that is close to the way people experience it in face-to-face 
settings. 

Hypothesis: Increasing audio fidelity AND providing a stereo 
signal will increase audio conference attendees sense of social 
presence. 

5. AUDIO QUALITY ASSESSMENT 
In some cases it is clear how the advanced audio features achieved 
our goals related to audio clarity, conference room interaction and 
social presence, but in other cases it was not obvious if our 
interventions had the intended results. We initially collected user 
feedback informally by interviewing users who had tried the new 
audio features. From the steady stream of email that our 
approximately 900 regular users send to our feedback alias, we 
were also able to collect unsolicited comments related to the audio 
features. In terms of audio clarity, user feedback indicated that the 
use of private conference layouts to adjust the volume of 
individual participants was a major improvement. It often made 
the difference between people being able to hear a soft-spoken 
person or not. 



For those who had the bandwidth and audio equipment (headset 
and microphone) to experiment with the high fidelity audio 
conditions, the feedback was generally positive. People reported 
that it “sounds great.” In the few cases when remote participants 
were able to experience a connection to a conference room 
equipped with echo-canceling stereo microphones, users reported 
being able to get a better sense of where people’s voices were 
coming from in the room. Partially because so few people had an 
opportunity to try the various conditions and partially because 
people do not focus on the level of effort it takes to understand 
remote speakers, the feedback was not conclusive in terms of 
which level of fidelity provided the optimal tradeoff between 
clarity and bandwidth. From user feedback alone, we did not get 
any sense of whether the higher fidelity audio or the stereo 
decreased cognitive load. 
We did get a bit more detailed feedback about the sense of 
presence. We received a number of user comments such as “you 
sound like you're right next to me.” In addition, a surprising 
number of users reported mistaking sounds in remote offices for 
sounds in their own office. We have even observed this first-hand. 
For example, we have seen users reaching to answer phones that 
are ringing elsewhere and turning to see who is talking outside 
their office when the talking is happening outside a remote 
person's office. As with audio clarity, however, these anecdotes do 
not provide any detailed information about which levels of fidelity 
might enhance the sense of social presence and how big an effect 
changes in fidelity might have. 

While we have the largest number of complaints from users 
connected to meetings involving conference rooms, we have the 
least amount of feedback in terms of our interventions. Since our 
conference rooms are not equipped with stereo microphones and 
speakers, only a handful of users connected to meetings in our 
specially equipped lab had the opportunity to experience high 
fidelity stereo audio. Before we can make the recommendation to 
our company to upgrade conference rooms with this type of 
equipment, we wanted to gather some evidence that listening in 
stereo actually has an impact on factors that matter to remote 
attendees. 

To collect this evidence, we designed a user study, in the form of 
an audio quality assessment. 

5.1 Assessing Clarity 
To try to answer the questions about the impact of fidelity and 
stereo, we borrowed techniques from the telephone industry. The 
standards organization for this industry, the International 
Telecommunications Union (ITU), specifies a number of 
subjective measures for assessing telephone quality. The most 
common of these is known as the listening quality scale [19]. This 
is a simple measurement tool that asks participants to listen to 
recorded audio samples and rate the “quality of the speech” on a 
5-point scale from “Excellent” to “Bad.” The other standard 
measurement tool we used from the ITU is their listening effort 
scale (Figure 5). This scale addresses the issue of mental effort 
required to understand the meaning of sentences. 
For the recorded material, we used a set of phonetically balanced 
sentences known as the Harvard Sentences [17]. Some researchers 
who specialize in measuring audio quality have called into 
question the validity of the ITU’s subjective measurement scales, 
favoring instead more objective forms of measurement ([20] and 
[5]). We decided to use the subjective measures because they 
provide a way for us to know if users can perceive differences in 

fidelity. The Listening Effort Scale also provides a good way to 
measure relative effort between different audio conditions.  
Effort required to understand the meanings of sentences: 
5 – Complete relaxation possible; no effort required 
4 – Attention necessary; not appreciable effort required 
3 – Moderate effort required 
2 – Considerable effort required 
1 – No meaning understood with any feasible effort 

Figure 5. ITU L istening Effort Scale [19]. 

We did, however, appreciate the arguments in favor of more 
objective ways to measure quality. There was only one standard 
objective test that we were able to find that would be possible for 
us to reproduce in our Lab. This is called the Modified Rhyme 
Test [16]. In this test, a “carrier sentence” is used to present a 
word. We used the recommended carrier sentence, resulting in 
recordings in the form: “From your word list, please select ‘din’ 
now.” Participants were then presented with a list of rhyming 
words and asked to select the word that was spoken. Continuing 
with our example, the list might contain: “pin, sin, tin, fin, din, 
win.” Presumably if the audio condition is better, participants will 
select a higher number of correct choices. 

5.2 Assessing Conference Room Factors 
While these standard audio quality tests assess clarity, they do not 
provide us with the evidence that we were looking for in terms of 
our conference room goals. We wanted some way to measure 
whether stereo and/or increased fidelity might help people hear 
better over background noise, distinguish different speakers, and 
allow remote attendees to follow a single voice when multiple 
people are speaking simultaneously. To this end, we devised two 
of our own objective tests. 
Both tests involve multiple speakers. The first is a counting task. 
Participants hear a recording of some number of people 
alternately counting up to the number 20. We then asked 
participants to tell us the number of individuals they heard 
counting. We also included a variation of this task in which the 
people counting spelled the numbers instead of saying the values. 
The idea was to provide listeners with slightly longer samples of 
each person’s speech. To create the recordings, we used a stereo 
microphone in an ordinary conference room, complete with fan 
and other background noise. We then recorded two, three, and 
four people counting, once with a group of men and once with a 
group of women. We were careful to place the people around the 
stereo microphone such that there was at least a 60-degree 
separation between the speakers, as recommended by Divenyi for 
accurate localization of audio sources [11]. 

The second multiple speaker test involved simultaneous speakers. 
The test was designed to reflect the very high incidence of 
overlapping speech that occurs in face-to-face meetings [10]. It 
was also designed to be difficult. Based on Stifelman’s research, 
we know that listening to three simultaneous audio streams is a 
cognitively difficult task, even in face-to-face settings [31]. For 
the test, we asked a set of three men and a set of three women to 
all read different paragraphs at the same time. One person in each 
set was designated as the lead speaker. At the beginning of each 
recording, this person would say, “In this test, you will hear a 
number of people speaking at the same time. In the passage I read, 
I will say a number two times. See if you can follow my voice and 
hear the number.” Then the participant would hear three people 
reading at the same time for about one minute. After the reading 



stopped, we asked the participant, if possible, to record the 
number spoken by the lead speaker. 

In both tests, we were interested in seeing if either higher audio 
fidelity or the addition of stereo would make these tasks easier 
than in the telephone-quality audio condition. 

5.3 Assessing Social Presence 
Social presence, by definition, is subjective. It involves a person’s 
mental state, and as such, is difficult to measure. The only 
measure of social presence that seems to have gained traction in 
the field is the use of Osgood’s semantic differential technique. 
Osgood proposed using a set of bi-polar scales (e.g, boring vs. 
interesting, warm vs. cold, interesting vs. uninteresting) to gain an 
understanding of a person’s attitude toward the object of study 
[24]. Short, et. al. first proposed using these scales to measure 
social presence, saying “Media having a high degree of Social 
Presence are judged as being warm, personal, sensitive and 
sociable” [30]. More recently, other researchers have applied 
Osgood’s scales with some success ([9] and [14]). We used 10 of 
the suggested bi-polar scales as one of our subjective measures of 
social presence. 

Short also reports on a series of statements that study participants 
can agree or disagree with related to social presence. We selected 
a number of these that seemed relevant (e.g., “I got a good sense 
for how the other people were reacting,” “It is not at all like a 
face-to-face meeting,” and  “I could get to know people well using 
this technology.”) [30]. 

We added one additional subjective measure of our own devising. 
We asked participants how close by or far away they perceived 
their conversational partner to be. We used a 7-point bi-polar 
scale that ranged from “Seemed near by” to “Seemed far away.” 

As with audio clarity, we wanted to include a measure of social 
presence that was objective. Based on the observation made by 
Ackerman in the Thunderwire project that “…users found low-
level background noise to be acceptable, indeed useful and 
sociable…” [1] and on our own anecdotal user feedback related to 
mistaking remote sounds for local ones, we devised a background 
noise test. In one segment of our study we played fairly subtle 
background sound effects into the audio conference. We then 
asked participants if they heard any background sounds and asked 
them to describe the sounds. We theorized that if users could 
accurately identify the background sounds, the more likely they 
were to feel a sense of being present in the remote space. 

5.4 Exper imental Design 
Our small-scale assessment was a cross between a controlled 
experiment and a field study. Since we did not have the sort of 
audio quality testing facility available to large telephone 
companies that allow for careful control over the audio conditions, 
we opted to run the assessment using real-life conditions in the 
context of a real audio conference. The 18 participants we 
recruited from our Meeting Suite user population sat in ordinary 
offices and used whatever audio equipment they had on hand. We 
equipped two offices, one in Massachusetts and one in California, 
with a computer, a microphone and a headset so that users who 
wanted to participate in the study could do so even if they did not 
possess the necessary microphone and headset. 

Using our Meeting Suite software, we set up three audio 
conference rooms, each representing one audio condition: 8k/1, 
8k/2, and 44.1k/2.  Although this does not represent all the audio 

configurations supported by our conference bridge, we felt they 
represented meaningful differences. We also wanted to be sure 
that the assessment could be completed in under one hour.  

The 8k/1 condition was our control condition. This equates to 
regular telephone audio. The 8k/2 condition gives us the same 
audio fidelity as the telephone with the addition of stereo. This 
condition allows us to see what, if any, effects there are from the 
addition of stereo alone. The 44.1k/2 condition is the best audio 
quality that our conference bridge can support. If we see major 
differences between this condition and the 8k/2 condition, then we 
can conclude that fidelity is a key factor.  

We ran the assessment with pairs of participants who did not 
know each other at all or only knew of each other by name. Pairs 
were used since one task involved a conversation. All the 
participants were employees of our company and all had used the 
Meeting Suite at least a few times in the past. There were 13 men 
and 5 women, most of whom were between 26 and 45 years old, 
with four being older. We counterbalanced the order in which 
participants experienced the three different conditions. We 
expected to see some ordering effects, since judgment of quality is 
a relative phenomenon.  

Participants were asked to perform the same three tasks in each of 
the three audio conference rooms, each room representing a 
different audio condition. After each task, they used an on-line 
survey tool to answer questions about the task. 

The first task was a listening task. The purpose was to evaluate 
the impact of audio fidelity on the understanding of accented 
speech and to evaluate audio clarity in the different audio 
conditions. The participants listened to six sets of five recorded 
sentences. The first four sentences in each set were from the 
Harvard Sentences. The fifth sentence was part of the Modified 
Rhyme Test. Three men and three women recorded the six sets. 
We categorized these speakers based on the degree to which their 
speech was accented.  We had one person of each gender with 
minimally accented speech, moderately accented speech, and 
heavily accented speech. After listening to a sentence set, the two 
participants answered three questions. The first involved selecting 
the rhyming word from a word list and the second two questions 
were the ITU speech quality and listening effort scales. In each of 
the three rooms, participants heard the same 6 speakers, but they 
were presented in different orders and they read different 
sentences and different rhyming words. 
The second task was also a listening task. This task focused on 
conference room issues, evaluating participants’ ability to 
distinguish voices and to follow a speaker in the face of 
overlapping speech. There were six sets of recordings in this task: 
two involved multiple people counting, two involved multiple 
people spelling numbers, and two involved multiple people 
reading simultaneously. We interspersed these so that participants 
would not have to do two reading sets in a row, since we knew in 
advance that participants might find these sets to be tiring. After 
each set, the participants were again asked to answer three 
questions. First we asked for the answer to the objective question, 
either the number of people counting or the number hidden in the 
reading passage. Then we included the same two ITU scales as in 
the first task. The only minor variation was that in the two reading 
sets, we reworded the listening effort question to say, “Effort 
required to follow the speaker.” 
The third task was a conversation task designed to assess audio 
clarity and participants’ sense of social presence in the context of 



 
Figure 6. Error rates for  var ious tasks. 

natural conversation. This is why we ran the assessment with two 
people at a time. To get the participants to interact with one 
another, we asked them to play a game of 20 questions. The 
experimenter sent a text message to one of the two people with the 
word that the other person had to guess and then just let the two 
play the game. This task was informal in that the participants 
could chat and did not have to adhere to strict game rules. During 
the game, the experimenter played 2-4 recorded background 
sounds. After the game, the participants were asked to describe 
the background sounds and to answer the subjective social 
presence questions (perception of whether partner was near-by or 
far away, the 10 bi-polar scales, and a set of statements to agree or 
disagree with). 

Hear  samples of the audio used for  this exper iment: 

http://research.sun.com/projects/mc/audio/ 

5.5 Results 
We have organized the results of the audio quality assessment 
around our hypotheses related to audio clarity, conference room 
interaction, and social presence. While the primary objective of 
the assessment was to test our hypotheses, we also wanted to try 
out the various measures to see how well they performed. Since 
we were unfamiliar with almost all of the measurement techniques 
we used in this assessment, we decided to keep the study small. In 
the future, we hope to integrate some of the most effective 
measurement tools into our software so that we can monitor 
quality on an on-going basis and measure the impact of 
improvements. As we discuss each hypothesis below, we will also 
include some commentary on lessons learned from using the 
various measurement tools. 

5.5.1 Audio Clarity 
Hypothesis: Increasing audio fidelity will decrease mental effort 
(cognitive load) for audio conference participants. 
The measures that are relevant to the audio clarity hypothesis are 
the objective modified rhyme test (“Rhymes,” Figure 6) and the 
subjective ITU listening effort and listening quality scales for the 
sentence listening task (“Effort” and “Quality,” Table 1). On the 
effort and quality scales, there was a significant difference 
between the low-fidelity 8k conditions and the high-fidelity 
44.1k/2 condition, supporting the hypothesis. 

As shown in Figure 6, in the modified rhyme test, participants in 
the 8k/1 condition had four times the error rate of those in the 
44.lk/2 condition (7.68% error rate compared to 1.85%). The 8k/2 
condition yielded about three times the error rate as the 44.lk/2 
condition (6.48% compared to 1.85%).  While suggestive, these 
changes were not statistically significant. 

In terms of listening effort, increased audio fidelity significantly 
decreased the effort required to understand the meaning of 
sentences, as shown in Table 1. The effort was significantly less 
for the 44.1k/2 condition than for the 8k/1 condition (3.85 vs. 
3.16, higher values represent less effort as shown in Figure 5). 
Likewise, listening effort was less for 44.1k/2 than for 8k/2, but 
there was no significance difference in terms of listening effort 
between the two 8k conditions. This provides evidence that 
fidelity, rather than stereo, is the factor that most influences 
listening effort. This effect is particularly pronounced when 
looking at the data for the sentences read by heavily accented 
speakers. In this difficult task, fidelity seems to make even more 
of a difference (difference .74, p=.004). 

Audio 
Fidelity Effor t 

Std 
Err  

Within Subj  
ANOVA Paired t-test 

8k/1 3.16 0.09 vs 8k/2 n.s. 

8k/2 3.43 0.10 vs 44.1k/2 p=.027 

44.1k/2 3.85 0.10 

F(2,32)=8.72 
p=.001 

vs 8k/1 p=.000 

 Audio 
Fidelity Quality 

Std 
Err  

Within Subj  
ANOVA Paired t-test 

8k/1 3.36 0.10 vs 8k/2 n.s. 

8k/2 3.59 0.09 vs 44.1k/2 p=.040 

44.1k/2 3.97 0.09 

F(2,32)=6.66 
p=.004 

vs 8k/1 p=.003 

Table 1. Subjective ratings of effort and quality for  sentence 
listening task (18 people, 6 questions each). 

The listening quality results for the sentence task (“Average 
Quality,” Figure 7) mirrored the listening effort results very 
closely. Increased fidelity had a significant impact on participants’ 
perception of the “quality of the speech.” Participants thought the 
quality of the 44.1k/2 condition was significantly better than the 
quality of the 8k/1 condition. They also thought that 44.1k/2 was 
better quality than 8k/2. Again there was no significant difference 
between the two 8k conditions.  

Reflecting on the usefulness of the measurement tools for audio 
clarity, the Harvard Sentences and the two subjective measures 
worked well. The only surprising aspect is that when we looked at 
the listening quality ratings with respect to accented speech, we 
found that there were significant differences in how people 
assessed quality based on the amount of effort it took them to 

Figure 7. Quality ratings for sentence listening task, by accent. 



understand the speech. Figure 7 shows that in the 8k/1 condition, 
for example, the average quality rating for minimally accented 
speakers was 3.66 (between “Fair” and “Good”) while for heavily 
accented speakers it was 2.89 (between “Fair” and “Poor”), a 
statistically significant difference. Although the actual quality of 
the audio should have been almost exactly the same, people 
perceive it as worse when listening to heavily accented speakers. 
This indicates that quality judgment is influenced by effort. In 
trying to compare quality with this measurement tool, therefore, it 
is important to keep the level of effort constant. 

5.5.2 Conference Room Experience 
Hypothesis Providing a stereo signal to remote conference room 
attendees will improve their ability to hear and understand 
conference room conversations. 

For the conference room hypothesis, we considered the objective 
results for the counting and reading tasks and the subjective 
listening effort scale. For both counting and reading, the error 
rates were lower in the two stereo conditions, but the small sample 
sizes in this test did not yield as many significant results as we 
would have liked. So while the data looks promising in terms of 
this hypothesis, we were not able to conclusively support it. 

In looking at the objective measures first, we found that for the 
counting task (“Counting,” Figure 6), error rates were almost the 
same for the 8k/2 and 44.1k/2 conditions (25% and 28% 
respectively with no significant difference).  These rates are both 
about 30% lower than the error rate for the 8k/1 condition (39%), 
but the difference is not statistically significant. 

For the reading task (“Reading,” Figure 6), which tests people’s 
ability to follow a single voice in the presence of other voices, the 
picture looks a bit different. In the 8k/1 condition, the error rate 
was a very high 66%. Adding stereo in the 8k/2 condition causes 
the error rate to drop to 40% (unfortunately not a statistically 
significant difference). But unlike the counting task, in which 
there is no significant improvement in the high fidelity condition, 
the reading task benefits fairly dramatically from high fidelity. 
The error rate drops to a remarkable 15% in the 44.1k/2 condition, 
which is statistically significant compared to the 66% error rate in 
the 8k/1 condition (p=.001). This finding, coupled with the data 
on heavily accented speakers, leads us to believe that for the most 
difficult tasks, fidelity makes a big difference. 

There were no significant differences between the conditions on 
the listening effort scale for the counting task. This is probably 
due to the fact that understanding the meaning of the numbers 1-
20 spoken by minimally accented speakers was fairly effortless in 
all the conditions. 

Audio 
Fidelity Effor t 

Std 
Err  

Within Subj  
ANOVA Paired t-test 

8k/1 1.72 0.17 vs 8k/2 p=.010 

8k/2 2.36 0.20 vs 44.1k/2 p=.005 

44.1k/2 3.06 0.21 

F(2,34)=20.43 
p=.000 

vs 8k/1 p=.000 

Table 2. Subjective ratings of effort for  reading task  
(18 people, 2 questions each). 

For the reading task, however, there were significant differences 
between all the conditions on the listening effort scale. The effort 
measure was well correlated with audio condition, as shown in 
Table 2. Everyone found that it took “effort to follow the 

speaker,” even in the 44.1k/2 condition. The average effort score 
for this condition was 3.06, equating to “moderate effort 
required.” This compares to an average effort score of 1.72 in the 
8k/1 condition. That translates to somewhere between “2. 
Considerable effort required” and “1. Not possible to follow the 
speaker with any feasible effort.” The effort score for the 8k/2 
condition was in the middle at 2.36. Since the jumps between the 
conditions are about equal, we can conclude that both stereo and 
fidelity help with this difficult task. 

In reflecting on these measures, we realize that the data sets may 
have been too small to yield the most meaningful results. Since 
we felt that these tasks would be tiring, we did not include many 
trials. In all, each participant did a total of 6 reading tasks and 12 
counting tasks compared to 18 sentence and 18 rhyming tasks.  

5.5.3 Sense of Social Presence 
Hypothesis: Increasing audio fidelity AND providing a stereo 
signal will increase remote attendees sense of social presence. 
The measures we considered for this hypothesis were the Osgood 
bi-polar scales (“Bi-polar,” Table 3), the “seems near by”/”seems 
far away” scale (“Near/Far,” Table 3), the set of agree/disagree 
questions, and the objective background sound test. For both the 
bi-polar and near/far scales, there were significant differences 
between the 8k conditions and the 44.1k/2 condition. In these 7-
point scales, the higher values represent the terms related to a 
higher degree of presence such as near, warm, interesting, and 
sociable. This provides partial support of our hypothesis. 
Increasing fidelity does seem to increase the sense of presence, 
but there is no conclusive evidence that stereo has an effect. 

Audio 
Fidelity 

Bi-
polar 

Std 
Err  

Within Subj  
ANOVA Paired t-test 

8k/1 4.65 0.26 vs 8k/2 n.s. 

8k/2 5.10 0.25 vs 44.1k/2 p=.021 

44.1k/2 5.46 0.25 

F(2,26)=7.28 
p=.008 

vs 8k/1 p=.004 

 Audio 
Fidelity 

Near / 
Far 

Std 
Err  

Within Subj  
ANOVA Paired t-test 

8k/1 5.28 0.32 vs 8k/2 n.s. 

8k/2 5.78 0.30 vs 44.1k/2 p=.011 

44.1k/2 6.39 0.14 

F(2,30)=7.72 
p=.002 

vs 8k/1 p=.001 

Table 3. Subjective ratings on bi-polar, near /far  scales  
(18 people, 1 question each). 

Of the four measures, the agree/disagree questions did not yield 
any relevant data. There was no statistical correlation between 
answers to these questions and the audio conditions. Due to a flaw 
in our design, the data from the objective background sound test 
was also not conclusive. We made the mistake of playing the 
same set of sounds in each condition, giving us no way to 
determine if the sounds could be more easily interpreted in one 
condition compared to another.  

In analyzing the bi-polar scales, we considered the answers to the 
10 scales for each participant as one unit. We found that audio 
condition was a factor in how people completed the scales, as 
shown in Table 3. While there was no significant difference 
between the 8k/1 and 8k/2 conditions, there were significant 



differences between these conditions and the 44.1k/2 condition. 
The results are approximately the same for the near/far scale. 

In considering these scales, we wondered if people might feel a 
greater sense of presence as they got to know the remote person 
over the course of the hour-long session. Order, however, did not 
have any statistical significance, so the effects do seem to be 
related to audio fidelity. 

Of all our different measures, the presence measures were the 
most problematic. As we mentioned above, two of the four 
measures did not produce any valuable results. The bi-polar 
scales, which did turn out to be valuable measures, were not well 
liked by the participants. In the debriefing sessions, we had quite a 
few people complain about the difficulty of completing the scales. 
To better test the social presence hypothesis, we need to work on 
the design of meaningful objective measures. 

6. CONCLUSION 
We can conclude from our study that high-fidelity stereo audio 
improves audio clarity, helps improve a user's experience in the 
most difficult remote conferencing tasks, and enhances a sense of 
social presence.  The combination of high fidelity and stereo have 
a significant impact on both objective tasks such as rhyming word 
tests and speaker differentiation, and users’ subjective rating of 
effort, quality, and feeling of presence.   

Individually, it is less clear whether stereo audio or high fidelity 
alone provide the most benefit for the cost. High fidelity produced 
the more pronounced effect, especially in subjective measures of 
effort, quality, and presence. This gain, however, is offset by a 
relatively larger cost in terms of bandwidth or compression. While 
adding stereo doubles the amount of data, the jump from 8k to 
44.1k increases the data rate more than 5 times. 

To better understand the relative benefits of these effects, our next 
step is to assess whether the benefits of fidelity that emerged in 
this test will hold true if stereo is taken away, or if a less 
significant improvement is made.  For example, using a 16k/1 or 
16k/2 codec might prove to be the sweet spot in terms of 
bandwidth usage and benefit.  

6.1 Future Work 
With this baseline data on the impact of fidelity and stereo, we 
plan to build on our audio quality work in a number of ways. 

6.1.1 Audio Clarity 
As a first step in further improving audio clarity, we plan to 
instrument our software to collect quality data in the field on an 
on-going basis. Our thought is to periodically pop up the effort 
and quality scales just as users are hanging up from a conference 
call. Since the data was so similar for both measures, it might not 
be necessary to use both. Since the listening quality scale seems to 
be influenced by effort, the effort scale may be the better choice.  
We are also investigating automating personal conference layouts. 
For meeting attendees to get the most benefit from stereo effects, 
other attendees need to be distributed around the stereo field. We 
may also be able to automatically raise and lower the volume for 
soft-spoken or loud speakers. 

A number of other clarity improvements are logistical. We need to 
convince our company to install higher-quality microphones in 
conference rooms. We also need to persuade employees to 
purchase microphone headsets so they can use their computers 

rather than their telephones to connect to audio conferences, 
allowing them to take advantage of the higher-fidelity codecs. 

6.1.2 Conference Room Interaction 
While upgrading microphones is likely to make a big difference 
for remote people connected to meetings in conference rooms, 
knowing who is in the conference room and the identity of the 
person speaking remains a large, unsolved problem. We are 
actively exploring a range of technologies that might be applied to 
solving this problem. In looking at solutions, we hope to find a 
technology that is inexpensive enough to deploy widely and that 
involves little or no effort on the part of users. 

6.1.3 Sense of Social Presence 
In examining social presence thus far, we have considered the 
issue from the point of view of the remote meeting attendees. That 
is, how much of a sense do they have of being present in the local 
space. Moving forward, we plan to look at social presence from 
the point of view of local attendees. We will be exploring ways to 
improve local people’s sense of remote people’s presence. Armed 
with the data presented in this audio assessment about the 
correlation between audio fidelity and presence, we plan to 
explore ways of allowing remote people’s voices to emanate in 
high fidelity from particular locations in the physical space. 

6.2 The Big Picture 
At a higher level, it is valid to ask whether other types of 
interventions, such as video conferencing, might have a greater 
impact than audio fidelity and stereo on overall meeting 
effectiveness. The answer is probably “yes,” but audio is the 
foundation on which most real-time collaboration tools depend. If 
the video fails during a meeting, the meeting can still proceed, but 
if the audio fails, the meeting comes to a halt. Since we know how 
highly correlated audio problems are with meeting effectiveness 
[34], improving audio quality can only help to improve the 
effectiveness of all the other collaboration tools used in 
conjunction with audio. 
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