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Forecasting Product Sales  
With Dynamic Linear Mixture Models 

Phillip M. Yelland Eunice Lee 
Sun Microsystems Laboratories Sun Microsystems Inc. WorldWide Operations  
Mountain View, California Newark, California 

Introduction 
This paper describes some of our experiences at Sun Microsystems, Inc. applying a particular 

type of statistical model for time-series analysis to the forecasting of product sales. The chal-

lenges facing a prospective forecaster are illustrated with representative product sales histories. 

We indicate how the peculiar characteristics of such sales histories render traditional approaches 

to forecasting largely ineffectual. 

Next, we introduce the dynamic linear model (DLM), a Bayesian device for time-series analysis 

detailed in (Pole et al., 1994) and (West and Harrison, 1997). The conceptual basis and practical 

details of the model are outlined, as are procedures for updating the model as new data comes to 

light. Unfortunately, it transpires that the performance of the DLM when applied to Sun’s fore-

casting problems is as unimpressive as that of the traditional approaches. 

An elaboration of the DLM, however, proves far more capable: a class II mixture model contains 

a collection of DLM’s that it applies in combination to account for uncertainty in model specifi-

cation and changes in regime. The efficacy of class II mixture models is demonstrated with  

respect to the sample series. 

We conclude with a brief discussion of the implementation of a forecasting system based on class 

II mixture models at Sun Microsystems, and of directions for future work. 



  2

Patterns of Sales 

Product A

0

5000

10000

15000

20000

25000

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16
Quarter

Sales (Units)

 
Product B

0

5000

10000

15000

20000

25000

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16
Quarter

Sales (Units)

 
Figure 1: Sales for typical product lifecycles 
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Figure 1 illustrates the quarterly sales of two reasonably typical Sun products as they progress 

through their lifecycles.1 Of course, not all products conform closely to these patterns of sales, but 

the series in the figure do exhibit characteristics displayed by many of the CompanyÕs products: 

¥ Largely due to the rapid rate of product innovation in the technology sector, most lifecycles 

are fairly short. At around 16 quarters, these series are actually amongst the longest in the 

CompanyÕs product portfolio. Furthermore, organizational requirements demand forecasts as 

early as possible in the product lifecycle. A forecasting methodology, for example, that re-

quires 10 quarters (i.e., 2!  years) or so of sales history before making its first reliable fore-

cast is of very limited appeal. 

¥ The series generally exhibit changes in regime or Òstructural breaksÓ (Clements and Hendry, 

2001), manifest in periods during which the pattern of sales shifts profoundly.  For instance, 

certain segments of the series exhibit seasonal variation in the form of a sales surge towards 

the end of the financial year, but this pattern is not consistent throughout the lifecycle. 

¥ Though not apparent from the figure, sales are affected by a multitude of (possibly con-

founded) factors, many of them unknown at the time of forecasting. For example, it is clear in 

hindsight that periods 8 Ð 10 witnessed a profound diminution of overall sales in the markets 

for both products; itÕs not clear, however, if these market shifts pre-empted the normal drop-

off in sales expected as a product nears the end of its lifecycle. 

In combination, these characteristics frustrate attempts to apply many techniques for time-series 

analysis. Classical statistical approaches such as Box-Jenkins modeling (Makridakis et al., 1997) 

are confuted by the seriesÕ brevity and unpredictable regime changes. Models of product lifecy-

cles (Lilien et al. 1992) are undermined by the confounding effects of market shifts. Econometric 

regression models (Dinardo et al. 1996) are limited by a dearth of reliable leading indicators (in-

dexes of expected GDP or sector-specific output, for example, proved to be broadly inapplicable, 

and even sales-force forecasts have failed to be consistently predictive). 

We found only a few techniques of time-series analysis appropriate to the forecasting of the SunÕs 

product sales: Simple smoothing approaches (which, as Diebold (2000) points out, share the vir-

tue of functioning in many situations beyond the scope of more sophisticated methods), and Ñ  

naturally enough Ñ  dynamic linear models. The next section looks at the application of the sim-

                                                      
1 While the examples in this paper are based on actual products, considerations of commercial confidentiality require 
that sales data be disguised. 
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ple smoothing techniques; while they turn out to be of only limited effectiveness in our context, 

they do comprise a useful baseline against which the DLM may be assessed. 

Forecasting Using Smoothing Techniques 
We experimented with three commonly used smoothing techniques: 

¥ Moving average 

This computes a prediction for the next value of the series that is simply the arithmetic mean 

of the last two observed values: 

( )1 1
1ö
2+ != +t t tY Y Y  

¥ Exponential smoothing 

Produces a prediction as a weighted average (determined by the specified coefficient !) of 

the last observed value and the last prediction: 

1
ˆ ˆ(1 )" "+ = + !t t tY Y Y  

¥ Holt-Winters with seasonality 

In this method, the prediction is formed by adding together two quantities representing the 

current level and trend of the series, and then multiplying by a proportion intended to capture 

the effects of (multiplicative) seasonality. Level, trend and seasonal effects (the latter with 

seasonal period p) are updated using separate exponential smoothing recurrences determined 

by coefficients ,  and " # $ : 
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In all three cases, starting values for the recurrences are derived from the first few values of the 
series. 

Forecast Metrics 
“One-step ahead validation” (Makridakis et al., 1997, Diebold, 2000) is an intuitively appealing 

means of appraising a forecasting method, given historical values for the time-series to which it is 

to be applied: For actual values 1 , ,! nY Y , for each value 0 1, ,i i n= + !  (where 0i  is a value large 

enough to allow the model to be calibrated at all), we calibrate the forecasting model using the 
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series 1 1, , iY Y !! , and then compare the forecast value îY  with the actual value (or observation) 

iY . There is a plethora of measurements for comparing forecast and actual values, no one of 

which is uniformly superior to all the others. For the sake of brevity in presentation, we’ve chosen 

two:  

¥ The mean absolute deviation (MAD) is simply the arithmetic mean of the absolute differ-

ences between predicted and actual values:2 

1

1 ˆMAD
=

= !%
n

i i
i

Y Y
n  

¥ Theil’s U statistic (Makridakis et al., 1997) compares the performance of the forecasting 

method with that of the Òna•veÓ forecast, which simply predicts that the next value in the se-

ries will equal the last observation. The comparison takes the form of a ratio of the corre-

sponding root mean squared errors (the square root of the average squared differences be-

tween prediction and observation). As a rule of thumb, a forecasting method that yields a 

TheilÕs U of greater than one is judged ineffective. 
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Table 1 summarizes the performance of the smoothing techniques described above for the three 

products introduced in the previous section. In each case, an attempt was made to select the 

smoothing parameters that presented each technique in the best light. Overall, the application of 

these simple forecasting techniques to SunÕs quarterly sales data yields less than satisfactory re-

sults Ñ  none of the forecasts has a TheilÕs U less than 1 (the minimum for effectuality). 

Product 
 

A B 
Technique U MAD U MAD 
Moving average 1.11 3159.1 1.31 3550.9 

Exponential smoothing3 1.00 3129.5 1.00 3097.9 

Holt-Winters4 1.52 4408.1 1.39 3826.9 

Table 1: Performance of smoothing techniques 

                                                      
2 Since Sun’s inventory risks are roughly linear in the number of units held, one might reasonably contend that the use 
of the MAD is better motivated than — for example — the root mean square error. 
3 Model parameters: "  = 0.9. 
4 Model parameters: "  = 0.3, # = 0.9, & = 0. 
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The Dynamic Linear Model 
The Dynamic Linear Model is a development of the so-called Òstate-spaceÓ approach to the esti-

mation and control of dynamic systems (Aplevich, 1999). A state-space model of a time-series 

comprises a data generating process with a state (normally expressed as a vector of parameters) 

that may change over time. This state is only indirectly observed, in as far as the values of the 

time-series are derived as a function of the state in the corresponding period. Forecasting using a 

state-space model involves reconstructing the progress of the state from historical data, and then 

deriving future values of the time-series by extrapolating the stateÕs trajectory. Many state-space 

techniques (the DLM among them) derive from the Kalman Filter, which has found applications 

in fields as diverse as econometrics and inertial navigation. A thorough treatment of the Kalman 

Filter may be found in (Grewal and Andrews, 2001), and a comprehensive discussion of state-

space models in forecasting is given in (Harvey, 1994).  

While many state-space methods (such as those in (Harvey, 1994)) rely on classical statistical 

techniques, such as maximum likelihood estimation, the Dynamic Linear Model Ñ  though shar-

ing many of the same underpinnings Ñ  is based on Bayesian statistical reasoning (Bernardo and 

Smith, 1994). The most complete exposition of the DLM is (West and Harrison, 1997) Ñ  much 

of the technical detail touched on in this paper is expanded upon in that work. A briefer introduc-

tion to the area, with a greater emphasis on practical applications, is (Pole et al., 1994). 

Predictive performance aside, state-space models have several features that recommend them for 

our application: 

¥ The state-space formulation is particularly general; it is not difficult to devise state-space ana-

logs of moving average, exponential smoothing, Holt-Winters or even ARIMA models 

(Makridakis et al., 1997). Such flexibility permits the exploration of a wide variety of ap-

proaches using the same underlying framework. 

¥ In many models, states have readily interpretable components Ñ  in those used in this paper, 

an underlying level of demand, trend in demand and seasonal perturbations may be distin-

guished. This facilitates communication with the users of the forecast models. 

With its Bayesian underpinnings, the DLM in particular has further advantages: 

¥ With suitably informative priors (Bernardo and Smith, 1994), forecasts can be produced for 

recently introduced products with insufficient sales histories to allow for purely data-driven 

calibration. 
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¥ The DLM is “open” in the sense of (Clements and Hendry, 2001): (West and Harrison, 1997) 

and (Pole et al., 1994) show how the DLM allows additional extrinsic information to be in-

corporated into the model as it becomes available. By this means, for example, the introduc-

tion of a competing product (by another company or by Sun itself) may be anticipated. 

¥ By making the structure of the model itself an uncertain quantity or “random variable” (a ma-

neuver cheerfully sanctioned by Bayesian practice), changes in regime are propitiously ad-

dressed (as described in greater detail below). 

The Model in Detail 
Central to the DLM is a data generating process that evolves over time. At time t, the state of this 

process is expressed as a vector of parameters, t . The corresponding value of the time-series —

the observation tY   — is a linear function of these parameters specified by the regression vec-

tor tF  and a random noise term ' t . The latter is assumed to be simply normally distributed noise 

with known variance.5 

The course of the process evolution is determined by the evolution matrix tG , which pre-

multiplies the previous period’s state vector. An evolution noise vector t  is added to the result 

to produce the state vector in the current period. The noise vector has a multivariate normal dis-

tribution, and is serially uncorrelated and uncorrelated with the observation noise. Starting values 

for the state are given by a multivariate normal distribution. 

This is summarized below; the notation 2N[ , ]x µ ("  indicates a normally distributed random 

variable with the given mean and variance (the notation generalizes straightforwardly to random 

vectors with multivariate normal distributions), and t)F is the transpose of vector tF : 

1

0 0 0

Observation equation: , N[0,V ],
System equation: , [ , ],
Initial information: [ , ]

' '

!

)= +

= +

"

"

"

t t t t t t

t t t t t t

Y F
G N 0 W
N m C  

Gathering the parameters of such a model together in a tuple constitutes the DLM specification 

, ,V ,t t t tF G W . 

                                                      
5 In fact, the system used to make the forecasts in this paper actually makes provision for an unknown observation 
noise variance, but assuming a known variance considerably simplifies the presentation. Details of so-called variance 
learning may be found in (West and Harrison, 1997) or (Pole et al., 1994). 
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Component Forms for DLMÕs 

In order to specify a DLM, parameters , ,V ,  and t t t tF G W  must be specified for each period t. As 

stated earlier, this paper glosses over the specification of Vt Ñ  full details are given in (West and 

Harrison, 1997) and (Pole et al., 1994). Specification of tW  is accomplished using discount fac-

tors, as outlined in the next section. To see how tF and tG may be formulated, we consider a 

number of elementary DLMÕs, each intended to capture a single aspect of a time-series. 

Polynomial models begin with the simple local level model.6 Here, the process state comprises a 

single random variable (the expected value of the corresponding observation) engaged in a ran-

dom walk over time. In symbols: 

1

, ~ N[0,V ]
, ~ N[0,W ]

t t t t t

t t t t t

Y v* '

* * + +!

= +

= +
 

In the terms of the defining equations of the DLM, this implies a constant regression vector and 

evolution matrix with a single element: 

( ) ( )1 , 1t t= =F G  

The first-order polynomial or local linear trend model adds a growth component to the local 

level. The growth component itself drifts over time: 

1,

1, 1, 1 2, 1 1,

2, 2, 1 2,

, ~ N[0,V ]
, ~ N[ , ]

t t t t t

t t t t t t

t t t
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0 W  

Again, this gives rise to corresponding matrices: 

1 1 1
,

0 0 1
, - , -

= =. / . /
0 1 0 1

t tF G  

A straightforward extension of the formulations above produces higher-order polynomial models 

(West and Harrison, 1997). 

Seasonality may be expressed in a number of ways using a DLM Ñ  again, see (West and Harri-

son, 1997) or (Pole et al., 1994) for details. Seeking greatest flexibility, we elected to use a sys-

tem of seasonal dummies (Diebold, 2000). To illustrate this approach, imagine a process with a 

default expected level of zero, with a seasonal cycle of n periods, and with seasonal variations in 

periods { } { }1 , , 1, ,2! !ms s n . (An example of such a process might be one with a twelve-month 
                                                      
6  This model is also known as the simple random walk with noise (Enders, 1995). 



  9

cycle and seasonal variation in months 1 5s =  and 2 10s = .) The corresponding DLM has a con-

stant evolution matrix: 

( ),  the  identity matrix= 3t n n nG Id  

The regression vector tF  changes from period to period according to the seasonal structure:  

( , ) if (( 1) mod ) 1
(0, ) otherwise

! + =4
= 5

6

i
t

i n t n s
n

F
F

F
 

Here: 

1 1 if 
( , ) , where 

0 otherwise.

, -
=4. /= = 5. / 6. /

0 1

# j

n

f
i j

i n f
f

F  

More complex DLMÕs may be composed by the superposition of components of the above forms. 

Consider DLMÕs 1, ,m! , so that at time t, DLM i has regression vector and evolution matrix 

, , and i t i tF G  respectively. Superposing these DLMÕs produces a single DLM such that: 

, 1,

, ,

 and 
, - , -
. / . /

= =. / . /
. / . /
0 1 0 1

!

# # $ #

%

i t t

t t

m t m t

F G 0
F G

F 0 G
 

Using superposition, for example, we are able to take a local linear trend model and a seasonal 

model and produce a DLM expressing a local trend and seasonality. 

Estimation and Forecasting 
Given a specified DLM, forecasting requires an estimate of the process state at the current time 

period. Given such an estimate, the evolution and observation equations of the DLM yield an es-

timate of the next observation Ñ  the forecast prediction. When and if the next observation is ac-

tually made available, a new, updated estimate of the process state may be derived. 

Following the precepts of Bayesian reasoning (Bernardo and Smith, 1994), these estimates are 

expressed as probability distributions. Such distributions are conditional on a Òcurrent informa-

tion setÓ, representing the sum of the knowledge about the process under observation at a particu-

lar time. In the usual instance, this information set consists of the initial state estimate (which you 

will recall takes the form of a multivariate normal distribution with specified mean and covari-

ance) and the observations up to that period: 

{ }1 0 0, , , ,= !t tD Y Y m C  



  10

Then the process of forecasting revolves around the estimation of the three conditional distribu-

tions: 

1. The prior distribution of t , denoted 1| !t tD  

This represents the modelÕs Òbest guessÓ at the systemÕs state after observing 1 1, , !! tY Y , but 

before observing tY . 

2. The forecast distribution, 1| !t tY D  

The prediction for tY  after observing 1 1, , !! tY Y . As suggested above, this is derived from the 

prior distribution 1| !t tD . 

3. The posterior distribution of t , |t tD  

This results from the revision (using BayesÕ theorem) of the prior distribution in the light of 

the observation of tY . 

Technical details of the derivation of the above are given in (West and Harrison, 1997). For the 

purposes of the remainder of this paper, it is sufficient to note that thanks to the assumptions em-

bodied in the DLM, all the required distributions are normal (univariate in the case of the forecast 

distribution, and multivariate for the state estimates). 

Specification of Evolution Variance 
In the exposition of the DLM above, the evolution noise covariance, tW , was left unspecified. 

Standard practice in the application of DLMÕs is the use of discount factors to determine the noise 

variance evolution indirectly. In a DLM with (a single) discount factor (0,1]&7 , the evolution 

noise covariance at time t is a fraction of the covariance of the posterior distribution of the state at 

time 1!t : 

1
1 1| ~ [ , ] &

&
!

! ! 8 =t t tD N m C W C  

The discount factor regulates the rate of drift of the state vector in a reasonably intuitive fashion; 

a lower discount factor specifies a larger noise variance, allowing for a greater period-to-period 

change in the state vector. 

When DLMÕs are constituted by the superposition of components, different discount factors are 

normally associated with each component. Thus a DLM with a level and a seasonal component, 

for example, would have one discount factor for the level, another for the seasonal variations. In 

such cases, the evolution noise covariance is a block diagonal matrix with a block for each com-

ponent (computed from the part of the posterior covariance corresponding to that component). 
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Initial State Estimate 
The final task in the specification of a dynamic linear model is the provision of an initial estimate 

for the process state (in the form of a multivariate normal distribution with given mean and co-

variance). In our use of the DLM, we approach this requirement in one of two ways: 

¥ Where no sales history is available, estimates may be provided directly. Here, we make use of 

the results of formal decision analysis procedures used at Sun to produce estimates of initial 

product sales (Lee,  2002). 

¥ If the product has sufficient sales history, we use the reference analysis of (Pole and West, 

1989) to produce an estimate of the process state, dispensing with the need to provide one ex-

plicitly. 

Performance of the DLM 
In order to compare the performance of the DLM with the smoothing techniques examined earlier 

(and more importantly, to conform with Sun’s current forecasting policies), a single point must be 

chosen from the forecast distribution produced by the model in each period. A sedulously Bayes-

ian approach would require the definition of an appropriate utility function (Bernardo and Smith, 

1994); unfortunately, fully characterizing the Company’s manufacturing and sales processes with 

a view to defining such a function is an epic undertaking in itself. So we elected to use the median 

of the distribution as a point forecast. This corresponds to a utility function linear in the forecast 

error, which is not a bad approximation to inventory costs arising from overestimates (though not 

necessarily to the opportunity costs of lost sales from underestimates). 

Table 2 compares the results of running a DLM7 on the two sample series with the results of the 

simple forecasting techniques shown earlier. Again, note that in both cases, the DLM has a 

Theil’s U greater than 1.8 

                                                      
7 The particular model used was a local trend model with a discount factor of 0.9 and no seasonality; again, some ex-
perimentation was allowed to improve forecast performance. 
8 Also note that there is no necessary contradiction in the fact that the MAD of the DLM is lower than that of exponen-
tial smoothing, while its Theil’s U statistic is higher. 
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Product 
 

A B 
Technique U MAD U MAD 
Moving average 1.11 3159.1 1.31 3550.9 

Exponential smoothing 1.00 3129.5 1.00 3097.9 

Holt-Winters 1.52 4408.1 1.39 3826.9 

DLM 1.04 2873.9 1.07 2999 

Table 2: Performance of the DLM 

Mixture Processes 
The performance of the basic DLM displayed in the previous section is disappointing, particularly 

in light of its relative complexity compared with the smoothing techniques described earlier. For-

tunately, it is possible to improve significantly on the basic DLMÕs performance by incorporating 

it into a broader framework. 

As West and Harrison (1997) point out, there are two chief sources of forecast inaccuracy in the 

basic DLM: 

1. It is normally unreasonable to suppose that a single DLM should represent a time-series 

throughout its entire duration. This is particularly the case in the series such as those dealt 

with here, which are subject to marked changes in regime. 

2. The specification of a single DLM fails to represent the degree of model uncertainty (Draper 

1995) associated with the specification. In actuality, of course, a range of specifications may 

apply to a series Ñ  even in a single period. While it might be expected that properly account-

ing for such uncertainty would degrade the predictive performance of a forecasting technique 

(since forecasts would be Òmore tentativeÓ), Draper (1997) shows that in fact, accurate treat-

ment of model uncertainty can increase forecast performance. 

The first of these shortcomings may be addressed in an ad-hoc manner, using what West and Har-

rison term automatic intervention. This allows a single DLM partially to mimic a multi-regime 

model by examining the performance9 of the DLM retrospectively after each observation, switch-

                                                      
9 Performance may be characterized using a variety of techniques; see the hypothesis testing approaches in (Gelman et 
al. 1995), for example. West and Harrison (1997) suggest a “cusum” approach that recapitulates the “sequential prob-
ability ratio tests” of Wald (1947). 
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ing to an “intervention regime” (normally with radically different model parameters, but with the 

same model components) in the event performance drops below a given threshold. 

(West and Harrison, 1997) describes a more comprehensive solution, however, which promises to 

allay both problems; it is introduced below. 

Class II Mixture Processes 
Informally speaking, a class II mixture process (MP) is a composite model containing a collection 

of DLM’s. Each DLM is intended to characterize a regime in the series under scrutiny, applicable 

with a given (fixed) probability in each period. For example, one component DLM (intended to 

characterize periods of relative stability in a series) might have a discount factor of 0.9 (thus lim-

iting the period-to-period drift), while another (addressing periods of greater volatility) has a dis-

count factor of 0.4. The state of an MP expresses belief not only concerning the parameters of its 

component DLM’s, but the belief as to which component DLM applies in a particular period. 

In general, suppose that we are given an MP model with k component DLM’s. Inference in the 

MP model is based on assumptions as to which particular component model applies to each pe-

riod under consideration. Let the index { }1, ,j k9 7 !  designate the component DLM that it is 

supposed applies at time 9. Then inferences are based upon assumptions relating to particular se-

quences of models 1 2 1, , , ,t tj j j j! ! , implying that model j1 applies at time 1, j2 at time 2, and so 

on. 

We can derive conditional prior, forecast and posterior distributions based on the assumption of a 

particular sequence of models using the DLM updating procedures outlined above. Consider, for 

example, deriving the conditional forecast distribution: 

1 1( | , , , )t t tp Y j j D !!  

This implies using model j1 to estimate the (posterior) state at time 1, then using model j2 to esti-

mate the state at time 2, and so on, finally using model jt to form the forecast distribution for tY . 

To be useful in forecasting, however, we need to derive unconditional distributions, free of as-

sumptions concerning model-sequences. In the usual Bayesian fashion, this is achieved by mar-

ginalizing model assumptions from a joint distribution (Bernardo and Smith, 1994). Since there 

are only k (disjoint) candidate models in each period, the rule of total probability gives: 

1 1

1 1 1 1
1 1 1

( | ) ( , , , | )
t t

k k k

t t t t t t
j j j

p Y D p Y j j j D
!

! ! !
= = =

= %% %! !  
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The summand may be expressed in factors: 

1 1 1 1 1 1 1 1 1( , , , | ) ( | , , , ) ( , , | )t t t t t t t t t t tp Y j j j D p Y j j j D p j j j D! ! ! ! ! != 3! ! !  

The first term in the product above is simply the conditional forecast distribution discussed 

above. The second term is the probability of the model sequence 1 1, , ,t tj j j! !  estimated before 

observation of Yt Ñ  or more succinctly, the prior probability of model sequence 1 1, , ,t tj j j! ! . It 

may be computed: 

1 1 1 1 1 1 1 1 1( , , | ) ( | , , ) ( , | )t t t t t t t tp j j j D p j j j D p j j D! ! ! ! ! != 3! ! !  

In a class-II mixture process model, the conditional probability of jt (regardless of the models that 

precede it) is simply a fixed constant, 
tj

: , provided in the specification of the mixture model, so: 

1 1 1 1 1 1( , , | ) ( , | )
tt t t j t tp j j j D p j j D:! ! ! !=! !  

Finally, the posterior probability of model sequence 1 1, ,tj j! !  (the latter term in the above) may 

be computed recursively by BayesÕ rule: 

1

1 2 1 1 1 2 1 1 2

1 1 2 1 2

1 1 2 1 2 1 2 1 2 2 1 2

1 1 2 1 2 2 1 2

( , , , | ) ( , , , | , )
( , , , , | )
( | , , , , ) ( | , , , ) ( , , | )
( | , , , , ) ( , , | )

t

t t t t t t t

t t t t

t t t t t t t t t

t t t t j t t

p j j j D p j j j Y D
p Y j j j D
p Y j j j D p j j j D p j j D
p Y j j j D p j j D:

!

! ! ! ! ! ! !

! ! ! !

! ! ! ! ! ! ! ! !

! ! ! ! ! !

=

;

=

=

! !

!

! ! !

! !

 

Note that the terms of the last right-hand side in the above are respectively the probability of Yt-1 

according to the conditional forecast distribution, the fixed prior probability of model  jt-1 , and the 

posterior probability of model sequence 2 1, ,tj j! ! . 

Approximation of Model Sequences 
The analysis in the previous section requires exhaustive examination of all possible model se-

quences for all periods; clearly, for a non-trivial number of component models, the size of such a 

set quickly becomes intractable. Typically, for example, we use around 100 component DLMÕs 

(see below for more detail), and this approach would require consideration of about 1016 se-

quences after just 10 periods Ñ  the number of model sequences increases by a factor of 100 in 

every succeeding period. 

As West and Harrison (1997) observe, however (and as West (1992) amplifies), it is possible to 

approximate the above analysis without significant loss of accuracy. More explicitly, there is a 
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fairly small lag h (usually less than 3) beyond which model selections normally have little effect 

on current inferences. So, for example, in the case of forecast distributions, we have: 

1 1 1 1 1 1 1 1

1 1 1 1

( | , , , , , ) ( | , , , , , ),
even if ( , ) ( , ).
t t t t h t h t t t t t h t h t

t h t h

p Y j j j j j D p Y j j j j j D
j j j j

! ! ! ! ! ! ! ! ! !

! ! ! !

) )<

) )=

! !

! !
 

Similar results apply to prior and posterior distributions, too. So for the purposes of forecasting, 

distributions resulting from model sequences of the form 1 1, , , , ,t t h t hj j j j! ! !! !  (for all possible 

values of 1 1, ,t hj j! ! ! ) may be approximated by a single distribution10 associated with the prefix 

sequence , ,t t hj j !! . The number of prefix sequences is much smaller than the number of com-

plete sequences (just 10,000, for example, with 100 component models and h = 2), and does not 

grow exponentially with time. 

Specification of Component Models 
Of course, effective use of a mixture model like those described above requires propitious speci-

fication of the set of component models. As Draper (1995) indicates, such a set should contain a 

selection of models sufficient to describe the possible properties of the process in every conceiv-

able regime. 

We have found that a reasonably serviceable means of achieving this is simply to vary each par-

ticular aspect of the component specification independently, generating the component models 

from all possible combinations. For example, if a forecaster using a local level model with sea-

sonality determines that the level discount level&  may take values 0.2 or 0.9 (characterizing peri-

ods of relatively high and low variability respectively) while the seasonality discount season&  is 

either 0.6 or 0.95 (patterns of seasonality normally being less volatile than those of levels), then a 

mixture model comprising the following components is generated: 

level season

level season

level season

level season

( 0.2, 0.6),
( 0.9, 0.6),
( 0.2, 0.95),
( 0.9, 0.95).

& &

& &

& &

& &

= =

= =

= =

= =

 

A simple elaboration of this technique also produces the model probabilities : i  used to compute 

the prior and posterior model sequence probabilities above: We may associate weights with each 

                                                      
10 The approximating distribution is determined by moments computed as averages of those associated with the se-
quences approximated, weighted by the posterior probabilities of those sequences; again, details may be found in (West 
and Harrison, 1997). 
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value of an attribute, reflecting the relative probabilities of each value in any period. Assuming 

independence of attributes, the overall probability of a given combination is simply the (normal-

ized) product of the weights of its values. So in the example, if: 

level level

season season

weight[ 0.2] 1, weight[ 0.9] 3,
weight[ 0.6] 2, weight[ 0.95] 3,

& &

& &

= = = =

= = = =
 

then (noting that 2 6 3 9 20+ + + = ): 
2

level season 1 20
6

level season 2 20
2

level season 3 20
2

level season 4 20

weight[( 0.2, 0.6)] 1 2 2 0.1,
weight[( 0.9, 0.6)] 3 2 6 0.3,
weight[( 0.2, 0.95)] 1 3 3 0.15,
weight[( 0.9, 0.95)] 3 3 9 0

& & :

& & :

& & :

& & :

= = = 3 = 8 = =

= = = 3 = 8 = =

= = = 3 = 8 = =

= = = 3 = 8 = = .45.

 

Performance of the Mixture Process Model 
Table 3 compares the performance of earlier forecasting techniques with a single mixture process 

model comprising some 100 components.11 The comparison is favorable; for both products, the 

Theil’s U and Mean Absolute Deviation of the mixture model are less than those of any other 

technique. Furthermore, the Theil’s U of the mixture model is less than 1 in both cases, indicating 

that the model is preferred to the naïve technique.  

It should be observed that the computational demands of the mixture model may be significant; 

the results in Table 3 required approximately 30 minutes of processing time using a machine 

equipped with Sun’s UltraSPARC® II CPU running at 400MHz with 512Mbytes of main mem-

ory.12 Given that SunÕs forecasts are produced on a two-weekly cycle, such considerations do not 

constitute an insurmountable obstacle in our circumstances; nonetheless, the technique can hardly 

be recommended in real-time or (more plausibly) interactive forecasting applications Ñ  at least 

in our current implementation. 

                                                      
11 Attributes such as level, trend and seasonality discounts, as well as model order and seasonality structure varied 
across the components in the example. An advantage of the mixture process approach is that the same model specifica-
tion may be used across a wide range of products. Thus in contrast to the techniques described earlier, no manual 
Òmodel selectionÓ procedure was applied to the mixture model to suit it to the sample series. 

12 Much of the computation required applies not to the manipulation of the component models themselves but rather to 

the complex mixture distributions that result from marginalizing model sequences during forecasting. 
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Product 
 

A B 
Technique U MAD U MAD 
Moving average 1.11 3159.1 1.31 3550.9 

Exponential smoothing 1.00 3129.5 1.00 3097.9 

Holt-Winters 1.52 4408.1 1.39 3826.9 

DLM 1.04 2873.9 1.07 2999 

Mixture process model 0.66 1861.6 0.91 2937.4 

Table 3: Performance of the mixture process model 

Conclusions and Future Work 
We have shown how a class-II mixture process model is particularly well suited to forecasting 

sales demand for two products that are reasonably representative of many in Sun MicrosystemsÕ 

product range. In fact, the results of the previous section are quite representative of our experi-

ence with this technique Ñ  a suitably specified mixture model provides forecasts consistently 

superior to those of any other approach weÕve attempted. 

The bulk of our current implementation is written using the Java™ platform (Gosling et al., 2000) 

Ñ  largely in the interests of performance Ñ  with a front-end in Mathematica¨  (Wolfram, 1996). 

Extensive libraries written in the latter support the manipulation and display of time-series and 

forecasts. Such an arrangement makes effective use of our distributed computing environment 

(the main computation may be hosted by a different machine from that running the front-end), 

and supports the experimentation required in our initial applications. However, even routine use 

of the system requires the mediation of someone well versed in the details of the technique and its 

implementation, and we are in the process of completing a new user-friendly front-end (running 

in a Web-browser) that will support more widespread deployment. 

References 
Aplevich, J., 1999. The Essentials of Linear State-Space Systems. J. Wiley and Sons. 

Bernardo, J., Smith, A., 1994. Bayesian Theory. J. Wiley and Sons. 

Clements, M., Hendry, D., 2001. Forecasting Non-Stationary Economic Time-series. MIT Press. 

Diebold, F., 2000. Elements of Forecasting (2nd ed.). South-Western Thomson Learning. 

Dinardo, J., Johnston, J., 1996. Econometric Methods. McGraw Hill. 

Draper, D., 1995. Assessment and propagation of model uncertainty (with discussion). Journal of 

the Royal Statistical Society Series B, 57, 45 - 97, 1995. 



  18

Draper, D., 1997. On the Relationship Between Model Uncertainty and Inferential/Predictive Un-

certainty. Tech. Rept., University of Bath Statistics Group. 

Enders, W., 1995. Applied Econometric Time-series. J. Wiley and Sons. 

Gelman, A., Carlin, J., Stern, H., Rubin, D., 1995. Bayesian Data Analysis. Chapman & 

Hall/CRC. 

Gosling, J., Joy, B., Steele, G., Bracha, G., 2000. The Java Language Specification, (2nd ed.). Ad-
dison Wesley Longman. 

Grewal, M. S., Andrews, A. P., 2001. Kalman Filtering: Theory and Practice Using MATLAB 

(2nd ed.). J. Wiley and Sons. 

Harvey, A., 1994. Forecasting, Structural Time-series Models and the Kalman Filter. Cambridge 

University Press. 

Lee, E., 2002. A Decision Process for Introducing New High-Technology Products. Ph.D. Disser-

tation, Stanford University. 

Lilien,  G., Kotler P.,  Moorthy K., 1992. Marketing Models. Prentice-Hall. 

Makridakis, S., Wheelwright, S., Hyndman, R., 1997. Forecasting: Methods and Applications 

(3rd ed.). J. Wiley and Sons. 

Mentzer, J., Bienstock, C., 1998. Sales Forecasting Management: Understanding the Techniques, 

Systems, and Management of the Sales Forecasting Process. Sage Publications. 

Pole, A., West, M., 1989. Reference analysis of the DLM. J. Time-series Analysis, 10. 

Pole, A., West, M., Harrison, J. , 1994. Applied Bayesian Forecasting and Time-series Analysis. 

Chapman & Hall/CRC. 

Wald, A., 1947. Sequential Analysis. J. Wiley and Sons. 

West, M. , 1992. Approximating posterior distributions with mixtures. J. Roy. Statist. Soc. 

(Ser. B), 55. 

West, M., Harrison, J., 1997. Bayesian Forecasting and Dynamic Models (2nd ed.). Springer-

Verlag. 

Wolfram, S., 1996. The Mathematica Book (3rd ed.). Cambridge University Press. 



  19

About the Authors 
Phillip M. Yelland is a senior staff engineer at Sun Microsystems Laboratories. He has worked in 

a wide variety of settings, ranging from formal methods research to software development man-

agement, both during his time at Sun and previously. Throughout, his activities have reflected a 

preoccupation with the application of theoretical results to the practical conduct of business, and 

his research currently centers on the use of statistical techniques for operations management. He 

has an M.A. and Ph.D. in Computer Science from the University of Cambridge in England, and 

an M.B.A. from the University of California at Berkeley. 

Eunice Lee is a program manager within the World-Wide Operations organization at Sun Micro-

systems in Newark, California. She has over 15 years of industry experience in various roles at 

Boeing and Sun Microsystems; she has worked as a market planner, software engineer, systems 

analysts and consultant in Decision Analysis (DA). At Sun, she co-pioneered a new decision 

process, named KAPTUR, for forecasting product volumes of transitioning products using the 

techniques in DA. She holds a Ph.D. in Management Science and Engineering from Stanford 

University, an M.B.A from Claremont College, and a B.S. in Computer Science from UCI. 


