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ABSTRACT

This paper proposes predictive log-synchronization, an alter-
native paradigm to the software transactional memory ap-
proach for simplifying the design of concurrent data struc-
tures. Predictive log-synchronization simplifies concurrent
programming and program verification by requiring pro-
grammers to write only specialized sequential code. This se-
quential code is then automatically transformed into a non-
blocking concurrent program in which threads coordinate all
data structure operations via a shared lock-controlled log.
The non-blocking progress property is achieved by having
threads that fail to acquire the lock predict the outcome of
their operations by reading the log and state and computing
the effect of these operations without modifying the actual
data structure.

Log-synchronization is founded on the belief (at this point
unsubstantiated by statistical data) that in many concur-
rent data structures used in real-world applications, the ra-
tio of high level operations that modify the structure to ones
that simply read it, greatly favors read-only operations, and
what’s more, that many natural data structures have inher-
ent sequential bottlenecks limiting the concurrency among
operations that modify the structure. It follows that del-
egating all data structure modifications to a single lock-
controlled thread at a time will not significantly harm the
throughput of modifying operations. Moreover, as we show,
it can boost read-only throughput by significantly reducing
the overhead of coordination among concurrent operations,
and provides a way to simplify concurrent data structures.

Initial experimental testing using a Java-based implemen-
tation of predictive log-synchronization showed that a log-
synchronized concurrent red-black tree is up to five times
faster than a simple lock-based one. This paper presents
our current understanding of the advantages, drawbacks,
and scope of predictive log-synchronization.
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1. INTRODUCTION

Designing lock-based concurrent data structures has long
been recognized as a difficult task better left to experts.
If concurrent programming and data structure design is to
become ubiquitous, one must develop alternative paradigms
that simplify code design and verification.

The transactional memory programming paradigm [7] is
gaining momentum as an approach of choice for replac-
ing locks in concurrent programming. Combining sequences
of concurrent operations into atomic transactions seems to
promise a great reduction in the complexity of both pro-
gramming and verification, by making parts of the code ap-
pear to be sequential without the need to use locks. The
“transactional manifesto” is that transactions will remove
from the programmer the burden of figuring out the inter-
action among concurrent operations that happen to overlap
or modify the same locations in memory. Transactions that
do not overlap will run uninterrupted in parallel, and those
that do will be aborted and retried without the programmer
having to worry about issues such as deadlocks. The current
implementations of transactional memory are purely soft-
ware based (software transactional memories (STM)), but
down the road, combinations of hardware and software will
hopefully offer the simplified reasoning of transactions with
a low computational overhead.

However, the transactional approach is not a panacea, and
like locks, suffers from several notable drawbacks. Transac-
tions simplify but do not eliminate the programmer’s need to
reason about concurrency, and the decision of which instruc-
tions to include in a transaction are explicitly in the hands of
the programmer. This leaves the programmer with a trade-
off similar to that of locks, between the size of the transac-
tions used and the program’s performance: any reduction
of transaction size implies added complexity in code design
and verification. Concurrently executing transactions also
introduce numerous programming language issues such as
nesting, 1/0, exceptions [3], and early release [5], that offer
to complicate transactional programming even if it is made
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efficient. Finally, though great progress is being made in this
area, transactions implemented in software (i.e. STMs) are
at this point less efficient, in some cases they can be even
slower than monitor locks, because of the overhead of the
conflict detection and copy-back mechanisms used in imple-
menting them [4, 5, 10, 11, 13, 19, 21].

1.1 Predictive Log-Synchronization

This paper proposes the Predictive Log-Synchronization
(PLS) framework, an alternative to software transactional
memory for simplifying the design of concurrent data struc-
tures. PLS simplifies concurrent programming and program
verification by requiring programmers to write only special-
ized sequential code. This code is then transformed into a
non-blocking concurrent program in which threads coordi-
nate all data structure operations via a shared log. Like
with transactional memory, being non-blocking eliminates
the possibility of deadlocks and mitigates some of the ef-
fects of processor delays.

In a nutshell, in PLS the shared data structure is dupli-
cated, protected by a high level lock, and appended with a
special log of high level operations. A thread owning the lock
performs all data structure modifications logged by others
on one copy, allowing all threads to concurrently read the
other unmodified copy, and switches copies before releasing
the lock. PLS is non-blocking since threads failing to acquire
lock ownership make progress by inspecting the log and pre-
dicting the result of their own operation. Concurrently, all
read-only operations can access the unmodified copy of the
data structure in a non-blocking manner and with virtually
no overhead (without processing the contents of the log.)

PLS is thus, in a sense, orthogonal to transactional mem-
ory. It is motivated by our belief that for many classes of ap-
plications, the number of calls to high level operations that
modify a data structure is significantly smaller than that of
ones that simply read it. What’s more, many natural data
structures (consider stacks, queues, heaps, search trees) have
inherent sequential bottlenecks limiting the throughput of
modifying high level operations. Thus, delegating all data
structure modifications to a single lock-controlled thread at
any given time does not significantly harm performance, yet,
as we show, will allow high read-only throughput and sim-
plified concurrent programming.

The idea of using a log to collect “write” operations and
execute them in a batch mode has been proposed in the con-
text of log structured file systems [16]. The idea of logging
lists of operations on a lock-protected object to be executed
by the thread owning the lock was proposed by Oyama et
al [14] as a low overhead means of increasing locality in per-
forming modifications to shared locations within a mutually
exclusive section. In [21], Welc et al. use logs as a conflict
detection mechanism for transactions, and in [20], they use
logging to support rollback for delayed low-priority threads
holding a resource. McKenney and Slingwine in [12] pro-
posed the read-copy update (RCU) methodology, according
to which modifying threads cooperatively schedule callbacks
in such way that concurrent readers are not required to ac-
quire locks in order to get a consistent view of the data
structure. Writer thread operations are logged as callbacks,
but unlike PLS, the log is not read by peer threads. RCU
does not eliminate the need to use locks and handles syn-
chronization based on integration with the operating system
through the use of interrupts. PLS differs from the above
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approaches in a fundamental way: it uses the log to allow
readers to predict the effect of write operations before they
actually take effect, allowing them to proceed concurrently
and in a non-blocking manner even if the actual modifica-
tions are performed sequentially by some process at a later
time. The idea of switching among duplicate copies of mem-
ory locations to allow consistent concurrent reads appears
in Riany et al [15] and was well known in various forms in
the garbage collection and database literature long before.

In an earlier paper [18] we showed how to construct a
word-level log-based synchronizer as a replacement for mon-
itors. PLS differs significantly from that construction. Our
former log synchronizer was a lower level mechanism, us-
ing the log to record word level operations, not method
descriptions as in PLS. More importantly, our former log
synchronizer did not use prediction and was thus blocking,
in contrast to PLS which introduces prediction as a means of
providing non-blocking progress even though the data struc-
ture is controlled by a lock.

1.2 Performance

We present a set of proof-of-concept micro-benchmarks
intended to show that there is merit to the predictive log-
synchronized approach, but are in no way intended to be a
full and comprehensive exposition of PLS performance. We
note that our benchmarks show high throughput but de-
teriorating PLS performance as concurrency increases. We
believe that the results would look much better if we had
some control over scheduling and/or could heuristically de-
cide whether a thread should apply prediction or just backoff
when failing to acquire the shared lock.

Though log-synchronization will not benefit every data
structure under every workload, as an example of its po-
tential, we chose a commonly benchmarked data structure:
a red-black tree data structure representing a set (used in
benchmarking various software transactional memory sys-
tems [4, 11, 6, 13]) and wrote it in a predictive log-synchro-
nized manner. We compared our implementation to lock-
based and an STM-based Java™ implementations of a red-
black tree set provided in [10]. The STM we used was the
implementation by Marathe et al. of Harris and Fraser’s
OSTM [1]. This is an “object-based” STM in which trans-
actions are carefully designed to open and close objects for
read and write to minimize STM calls. Our experiments
show that PLS performs better than monitors and in write-
dominated workloads, better than the object-based OSTM
[10].

1.3 PLS versus STM: A Short Summary

The following is a short summary of our current under-
standing of the relative benefits and drawbacks of PLS rel-
ative to STM.

e PLS is directed at the implementation of concurrent
data structures as shared objects. Its scope is thus
not as general as STMs which can support transactions
applied across objects. One could extend PLS in this
direction but this would be outside the scope of this
paper.

e The memory consistency condition provided by most
STMs is Herlihy and Wing’s linearizability [8], while
the consistency provided by PLS is Lamport’s sequen-
tial consistency [9]. Linearizability is a stronger prop-
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erty that guarantees better composability properties
then sequential consistency.

e STMs offer concurrent transactional programming as
an interface. Transactions simplify code by collect-
ing operations into atomic transactions, but require
the programmer to understand concurrency, granular-
ity vs. performance tradeoffs, nesting, early-release,
and various other semantic issues. The PLS Log-based
programming may be simpler as it involves no concur-
rent reasoning since it is based on writing only sequen-
tial code. However, this sequential programming is not
as straightforward as transactions: it requires an un-
derstanding of log-based computation. It is not clear
which of these two approaches provides the better pro-
gramming environment.

e Transactional code is concurrent (one must restrict
granularity of atomicity to achieve good performance)
and, though simpler than lock based code, is hard to
verify correct, while log-synchronized code is sequen-
tial and thus significantly simpler to verify. This could
prove to be a big benefit of PLS, as verification of con-
current programs is hard.

e The performance of PLS, on our tested benchmarks,
is always superior to STMs, in most cases orders of
magnitude better.

e There are various complex programming language is-
sues with transactions that have yet to be solved, amo-
ng them the handling of nesting and I/O. These issues
are easily solved in PLS by requiring any operation
containing nesting or I/O to be executed only when
holding the lock.

2. PLS DESIGN

This section explains the programming and algorithmic
design aspects of PLS.

2.1 Log-based Programming

How does the log-based programming of the PLS frame-
work work? Consider the following log-based computational
model: a data structure has an initial state and a log that
contains the history of all high level operations (method
calls) applied to the initial state. Clearly the application
of the log to the initial state describes the current state of
the structure at any point in time. To keep the log from
growing without end, we can at any point apply in-order
a subsequence of the operations at the head of the log to
the state to derive a new state, and remove these opera-
tions from the log. This means that in order to compute
the outcome of a given operation, one need only apply the
shortened log to the state.

However, we can be even more efficient. Consider for ex-
ample a log-based computation of a set object. In Figure
1, we add to the log an attempt to delete(6) which deletes
the number 6 from the set and returns true if successful and
false if 6 was not found in the set. Figuring out the result of
the delete operation requires searching for 6 in the state rep-
resenting the set, and then searching the log for the possible
effects of preceding operations on this state. In the exam-
ple, the element 6 was not found in the set represented by
the state, and in order to return the result one need search
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Integer Set Log
delete(4)

insert(6)
delete(6)

Figure 1: PLS Components of an Example Integer
Set

the log only for insert(6) and delete(6) operations and ap-
ply them to the state. There is no need to apply any other
operations in the log. Log synchronized programming thus
has two main components:

State and Operation Design Design the state represen-
tation (the data structure) and the methods that mod-
ify it, all of which consist of standard sequential code
(in our example this could be the set represented as a
linked-list or a red-black tree, and the corresponding
implementation of sequential code for insert, delete,
and find on them. One could use the existing sequen-
tial code base for this part).

Efficient Prediction Design the log application pattern,
that is, the way operations need to be applied from
the log to the state in order to compute the outcome
of a given operation. Programmers must specify what
data is extracted from the state, and how operations
in the log affect the result of another operation (in our
example, a delete on a set requires applying the se-
quence of inserts and deletes only for the same value,
independently of how the state and operations are im-
plemented). This part of the programming is done
once and for all for each data type.

There is a third adjustments component which we will dis-
cuss later, essentially providing hint pointers into the state
data structure to speed-up modifications to it. The adjust-
ments part requires an understanding of the internal struc-
ture of the sequential implementation of the data structure
operations. The adjustments part is not really an unknown
style of programming, rather, the adjustments are the same
as one would create an efficient reconstruction sequence for
a data structure as is done for backups.

Thus, all of the above log-based programming elements
are free from any concurrency considerations. The concur-
rency is all hidden within the PLS implementation. Given a
log-based description (program) for a given data-structure,
we apply an automatic transformation that generates a con-
current PLS implementation that is a sequentially consistent
[9] implementation of the data structure specified by its state
and operations. This means that the result of any concur-
rent program execution is equivalent to that of some se-
quential ordering of all its operations in which each thread’s
operations are executed according to its own program order.

Though data structures for which there are no efficient
prediction solutions may exist, looking through many com-



308

monly used structures, we could not find such structures.
One should also remember that there are complex data stru-
ctures, take Fibonacci heaps [2] as an example, for which
even the transactional memory interface is non-trivial to use
in order to compose an efficient implementation. We con-
ducted an ad-hoc “programming experiment” ! in which we
timed the marginal programming effort of applying the PLS
framework to a Fibonacci heap algorithm, assuming existing
log-based code of a vanilla heap. Our experience was that
the PLS based concurrent Fibonacci heap code required one
hour of programming.

2.2 The PLS Algorithm

As we explained earlier, the log synchronized approach
to introducing parallelism into a data structure is to allow
threads to make progress by reading a consistent copy of the
data and, if needed, using a log of high level operations to
deduce the outcome of their operations. A modifying thread
that does manage to get hold of the lock controlling the
state, applies the operations in the log to the data structure
representing the state, as a service to the other threads.

Let us return to our earlier example of a log-based im-
plementation of a set of integers. Assume now that we
wish to provide a PLS implementation of this algorithm,
one in which concurrent threads perform inserts, deletes,
and lookups. Each thread performing an insert or delete
starts by appending its current operation to the shared log,
and a single thread successfully acquires the lock. While
this thread executes the set of operations in the log, other
threads make progress. Recall the example of Figure 1: a
thread deleting the number 6 from the set searches for 6 in
the set, and analyzes the effect of preceding operations in
the log on its result. Even if the element 6 was not found in
the shared set, the thread searches the log for insert(6) and
delete(6) operations appearing before its own. Only then it
can decide on the result of the requested delete(6) operation.

Unfortunately, it cannot be assumed that during the mod-
ification of the data structure by the modifying thread, other
threads would read consistent data. Our solution is to have
two copies of the data structure, one used for writing and
the other for reading. The two copies are switched at the
end of every modifying session, a process that is coordinated
via a global version count. When the version count is even,
the first copy is used for reads and the second for writes,
and when odd, they switch roles. That way, the “logical”
application of all the changes of the last session is done by
merely incrementing the version. We expand later in this
section on how we handle version changes during reads.

There are two major implications of the need to main-
tain two data structures instead of one. One is the greater
amount of space consumed, and the other is the cost of ap-
plying the changes to the other copy as well, a process we
call adjustment. Note that for many data structures, one can
optimize both space and computation to significantly less
than double the cost of a single structure. Space consump-
tion can be minimized by not duplicating data fields that
are not accessed concurrently, and the cost of the second
modification (the adjustment) can be minimized by using
information recorded while modifying the first structure.

High level operations performed on shared data struc-
tures can be divided into three groups: read-only, write-
only, and read-modify-write. Read-only operations do not

Not in any way a benchmark.
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Figure 2: Flowchart of Read-Modify-Write PLS Ex-
ecution

mutate the data, write-only operations modify the data but
do not return a result, and read-modify-write operations
change shared data and return a result that is dependent on
the data read. The three types imply different constraints on
the structure’s consistency, and are thus treated differently
by the predicting threads. Threads performing write-only
operations do not need to predict a result, they may com-
plete by simply appending their operation to the operation
log, to be executed at a later time by the modifying thread.
This will still be sequentially consistent. We describe the
implementation of read-only operations in the sequel.
Consider now the implementation of read-modify-write
operations as summarized in the flowchart in Figure 2. Af-
ter appending the operation to the log, the modifying thread
tries to acquire the object lock. Upon success, following the
left-hand side of the chart, that modifying thread re-applies
the modifications of the previous session (the adjustments)
to the writable copy of the data structure. Then, it executes
each one of the operations in the log, including its own, ac-
cording to the order they were queued. Before releasing the
lock, the version count is incremented and the log head is
updated to point to an empty log or a log containing the
very recently appended operations, if such exist. The ver-
sion change immediately switches the roles of the two data
structure copies, making the modifications appear to take
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place instantaneously.

The execution of threads that have not successfully ac-
quired the lock, the predicting threads, is depicted on the
right-hand side of the flowchart. This execution is dependent
on complementary sequential code supplied by the program-
mer, consisting of three parts: the first, called makeSubstate
is responsible for extracting the needed information from the
current state of the data structure’s readable copy. We refer
to this information as the substate. The second, updateSub-
state is for applying the effect of a preceding operation in
the log on the substate. The third, resultFromSubstate is for
extracting the operation’s final result from the substate.

In the integer set example, when predicting the result of
delete(6), makeSubstate returns the substate, a boolean de-
noting whether 6 is in the readable copy of the set struc-
ture. The function updateSubstate applies the effects of
other operations on the substate: for insert(6) operations, it
changes the substate to true, and for delete(6), the substate
is changed to false. After inspecting the entire log, the pre-
dicting thread calls resultFromSubstate (which in this case
is the identity function). The result of delete(6) should be
true if and only if the element 6 was in the set.

Note that the prediction function’s implementation is de-
rived only from the shared data structure’s semantics, and
not from its implementation. For example, the prediction on
a list-based set and on a tree-based set would use the same
code. It is an interesting question whether the log synchro-
nization framework fits every data structure ever invented,
and the answer is probably not. We have found that many
of the classic data structures in the literature (sets, maps,
heaps, queues) can be supported.

Back to the right-hand side of Figure 2, the predicting
threads call makeSubstate to extract the relevant informa-
tion from the data structure. The substate has to be sam-
pled carefully, as concurrent version changes can retrieve
inconsistent data. Therefore, the makeSubstate function is
called repeatedly until the version stabilizes. Then, for each
operation in the log preceding their own, the predicting
threads call updateSubstate on the substate object. Finally,
they return the result obtained by a call to resultFromSub-
state.

We now turn to read-only operations. Read-only opera-
tions do not need to queue themselves in the log, yet they
must read from the readable copy of the data structure, that
is, they need to call makeSubstate and resultFromSubstate.
However, this is not enough to enforce sequential consis-
tency. To provide sequential consistency a reading thread
must consider the effect of all of its own modifying opera-
tions (write-only and/or read-modify-write) performed be-
fore the current read-only operation. We demonstrate this
subtlety in Figure 3, illustrating the timelines of a modifying
thread and a concurrent predicting thread. The right-hand
side of the diagram depicts the current state of the opera-
tion log and the readable copy of the set. The predicting
thread executes delete(6) and then lookup(6). Its delete op-
eration (emphasized) is queued at the third slot in the log,
following two other operations. Naturally, the lookup(6) call
should return false, but since the readable copy of the set
does not reflect the latest operations, the predicting thread
would find 6 in the readable copy of the set and return true.

As the above example shows, in cases where sequential
consistency is a requirement, a read-only thread must tra-
verse the log up to its last queued modifying operation and
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predict by calling updateSubstate for each of these opera-
tions. Note that the log synchronization mechanism is de-
signed in such way that read-only operations involve min-
imal overhead, as it is the premise of log-synchronization
that these operations are the most common in many real-
life applications.

2.3 Progress and Consistency Issues

Predictive log synchronization theoretically provides lock-
free execution of read and write operations on the data struc-
ture. However, this lock-freedom property is somewhat weak
since in some scenarios the number of steps a threads per-
forms per operation increases unboundedly, although it is
bounded for each individual operation. For example, when
the modifying thread is delayed, the operation log length
increases, while predicting operations are forced to traverse
an increasingly long chains of operations.

The read-only operations’ implementation as described
above does not lead to linearizability, as reader threads scan
the log only to the point of their latest modifying opera-
tion. In a scenario where a writer thread executes an op-
eration entirely preceding the read operation, the effect of
the earlier write may be ignored by the reader. In order
to achieve linearizability, read-only operations must also be
totally ordered and thus have to be logged as well. We
avoid this at the cost of meeting weaker sequential consis-
tency condition [9]. This is because one of our main goals
is to provide low-overhead reads, and appending every read
operation to the log and processing it would significantly
degrade performance. Sequential consistency is what con-
current programmers and hardware designers usually think
of when they specify something as atomic. However, the
drawback of sequential consistency versus linearizability is
that composed linearizable objects are linearizable by def-
inition, while composed sequentially consistent objects are
not. This implies that when composing sequentially consis-
tent objects on must go through the process of proving that
the new algorithm is sequentially consistent, a drawback for
the software designer.

In some data structures, there may be an additional data
consistency issue. A predicting thread working on an old
version would eventually discover that fact, but it could be
too late if the thread was reading from the currently writable
copy. In this case, reading partially modified data can lead
to memory access violations and infinite loops. The simple
algorithmic solution is to have the lock owner thread perform
prediction instead of mutation until all readers still reading
the older version are no longer active. Implementing this
solution without introducing an overhead is not straightfor-
ward because of the need to minimize the amount of inter-
thread communication. To do so, our algorithm has reader
threads share their status by attaching a locally updated
record to a global linked list, which is traversed by the mod-
ifying thread when trying to initiate a new session. Aged
elements are removed from the list so as to keep the list
length proportional to the number of active threads.

2.4 The Programmer’s Interface

To perform a log-based operation on the data structure,
the programmer instantiates an object of a subclass of Oper-
ation, shown in Figure 4. The Operation derivatives contain
a field for the result, a boolean field signaled by the modify-
ing thread when its work is completed, and a next pointer to
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Figure 3: Enforcing Sequential Consistency

the next operation in the log. The programmer must imple-
ment four abstract methods, three of which were discussed
in the previous subsection, and the fourth, executeOn is the
traditional sequential implementation of that operation on
the given data structure.

public abstract class Operation {
Object result;
boolean finished;
AtomicReference<Operation> next;

public abstract Object makeSubstate(
Operation head, Object ds);

public abstract void updateSubstate(
Object substate);

public abstract Object resultFromSubstate(
Object substate);

public abstract Object executeOn(
Object ds);

Figure 4: The Operation Class

In Figure 5, we demonstrate how the integer set would
be implemented in the framework. The example consists of
the IntSetSubstate class representing the substate generated
during the prediction process, and the InsertOperation class
which is instantiated when performing inserts (we left out
trivial details such as constructors). The executeOn method
simply calls the sequential implementation of insert. The
method makeSubstate instantiates a new substate contain-
ing the parameter to insert, determining whether it is present
in the data structure by calling the sequential find. The role
of updateSubstate is to apply the effect of an insert opera-
tion on a given substate: if the parameter associated with
the substate equal to the insert operation’s parameter, the
isFound field is set to true. The resultFromSubstate method
returns the negation of isFound, as insert operations succeed
if and only if the element was not in the set before.

3. IMPLEMENTATION DETAILS

In this section we give some of the details corresponding
to the system design presented in the previous section. To
simplify the presentation, we do not include some of the
mechanisms, keeping the focus on the ones at the core of
the PLS framework. The syntax used to present the code is
of the Java™ programming language.

5
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class IntSetSubstate {
public int value;
public boolean isFound;

}

class InsertOperation extends Operation {
int parameter;
public Object executeOn(IntSet ds) {
this. result = ds.insert (parameter);
return this.result; // a boolean

public Object makeSubstate(
Operation head, IntSet ds) {
return new IntSetSubstate(
parameter, ds.find (parameter));

public void updateSubstate(
IntSetSubstate substate) {

if (parameter == substate.value)
substate.isFound = true;

public Object resultFromSubstate(
IntSetSubstate substate) {
return !substate.isFound;

}

Figure 5: Example: Log-based Integer Set Insert

When a predictive log-synchronized data structure is cre-
ated, an identical secondary structure is allocated and ini-
tialized as well, and both copies point to a mutual object
of class Log. The bulk of the mechanism is implemented as
part of the Log class.

The Log class, presented in Figure 6, consists of the fol-
lowing fields: version — the global version count, structures —
pointers to the two copies of the data structures, mutex — the
lock, and headPointers — pointers to the head of the log (One
used by the readers and one to be used when the version is
incremented. The two head pointers are initialized to point
at a dummy operation node). Additionally, we keep a list
of adjustments. The list records the changes to the writable
copy to be applied to the other copy at the beginning of the
next session.

After instantiating the operation, the programmer calls
one of the methods readModifyWrite, read, and write, based
on the type of operation at hand. The methods write and
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public class Log {
int version;
Object structures [2];
ReentrantLock mutex = new ReentrantLock();
Operation headPointers[2];
ArrayList<Adjustment> adjustmentList;

public Object readModify Write(Operation op) {
Object result;
appendToLog(op);
if (tryLock()) {
result = mutate(op);
release ();
return result;

}

return predict(op, false);

}

public Object read(Operation op) {
return predict(op, true);
}

public void write(Operation op) {
appendToLog(op);
if (tryLock()) {
mutate(op);
version += 1;
release ();

Figure 6: The Log Class

readModifyWrite append the operation to the log? and try to
acquire the mutex in order to execute on the writable copy.
If the mutex is taken, write simply returns where readModi-
fyWrite calls predict. The read method simply calls predict.

The code for mutate, depicted in Figure 7, first adjusts
the writable copy based on the latest changes applied to the
other copy. Then, it traverses the log and executes each of
the logged operations on the writable copy. Finally, it sets
the new head pointer to point to the position in which it
stopped traversing the log.

In Figure 8 we present the code for the predict method,
which is less trivial. When executing predict, the thread
must complete reading the substate from the readable copy
before the session ends and the version is incremented. If it
fails to do so and the operation has not been completed by
the modifying thread (for read-modify-write operations) it
must retry. Upon success, in lines 11-16, the thread decides
how far back in the log it has to traverse. When the opera-
tion is a read-modify-write one, the log is traversed up to the
position where the operation was enqueued. For read oper-
ations, if there is a pending modifying operation requested
by this thread (local is a thread-local object), the prediction
should proceed up to that operation. If the last operation
has completed, or in the case where sequential consistency

2Appending to the log is done using the atomic primitive
CompareésSwap on the last element in the log
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private Object mutate(Operation op) {
// ds is assigned to the writable copy
Object ds = structures[l — (version % 2)];
for (adj : adjustmentList)
adj.adjust(ds);
adjustmentList.clear ();
Operation prev = headPointers|[version % 2];
Operation e = prev.next.get();
while (e != null) {
e.executeOn(ds);
e. finished = true;
prev = e;
e = e.next.get ();

headPointers[1 — (version % 2)] = prev;
return op.result;

Figure 7: Code for mutate

is not a requirement, there is no need to inspect the log at
all.

private Object predict(Operation op,
boolean isRead) {
do {
oldver = this.version;
savedHead =
headPointers[oldver % 2].next.get ();
savedLastOpFinished =
local .lastModifyingOp.finished;
substate = op.makeSubstate(
savedHead, structures[oldver % 2]);
if (op.finished )
return op.result;
} while (oldver != version);
if (isRead)
upto = (savedLastOpFinished
|| noSequentialConsistency)
? savedHead
: local .lastModifyingOp;
else
upto = op;
for (Operation e = savedHead; e != upto;
e = e.next.get ())
e.updateSubstate(substate);
return op.resultFromSubstate(substate);

}

Figure 8: Code for predict

3.1 A Log-based Red-Black Tree Integer Set

An integer set implemented as a sequential red-black tree
can be made concurrent using the PLS framework by creat-
ing appropriate InsertOperation, DeleteOperation, and Look-
upOperation classes. The InsertOperation class is shown in
Figure 5, the other two are as simple. The executeOn method
of these three classes would consist of sequential red-black
tree code. At the beginning of every session, the writable
copy of the data structure has to be updated with the same
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modifications made to the other copy during the previous
session. This list of modifications, the adjustments, is easily
constructed during their original execution and used by the
modifying thread of the new session. Hence, when apply-
ing PLS on an existing sequential red-black tree, the only
non-trivial programming task is the implementation of the
operation classes.

In the red-black tree case, one can optimize the adjusting
process by saving information from the first execution, such
as pointers to tree nodes associated with the operation. All
of the three set operations begin with a tree traversal to
destination nodes that can be recorded. Each node in the
tree can contain a pointer to its “twin” node in the other
copy, which can be used as a shortcut when applying the
adjustment instead of repeating the entire tree traversal.

4. PERFORMANCE

We present here a set of proof-of-concept microbench-
marks intended to show that there is merit to the predictive
log-synchronized approach, but are in no way intended to
be a full and comprehensive exposition of PLS performance.
We chose a single specific data structure: a red-black tree
data structure representing a set (used in benchmarking var-
ious transactional memory systems [4, 11, 6, 13]) and wrote
it in a predictive log-synchronized manner.

We tested the red-black tree data structure in various con-
figurations considered to be common application usage pat-
terns. One of the parameters was the tree size, derived from
the range from which keys are selected at random. In the
“large” tree, we used a range of 0..10° and initialized the tree
by executing 10° insertions, while in the “small” tree we used
keys taken from the range 0..200, initialized by executing 100
insertions. After initialization, a varying number of threads
execute randomly selected operations among insert, delete,
and lookup of a random integer within the range. Each test
was repeated five times; the data presented in this section
is the average of those runs. For our experiments, we used
a 16-processor SunFire™ 6800, which is a cache coherent
multiprocessor with 1.2GHz UltraSPARC®) III processors,
running the Solaris™ 9 operating system.

In our first set of microbenchmarks we compared the per-
formance of three techniques that provide simple program-
ming of concurrent red-black trees.

Locks Coarse grained locking via the Java synchronized
monitor.

OSTM A Java based implementation by Marathe et al.
[11, 10] of the OSTM by Harris and Fraser [1], which is
a representative state-of-the-art software transactional
memory systems. Unlike the C-based implementation
in [1], this implementation does not use a specially
tailored closed memory system, rather, it uses Java’s
built-in GC. In the red-black tree code, it uses a differ-
ent mechanism than the early release used by Fraser
[1] to eliminate various tree hotspots. A comparison
of OSTM to other software transactional memory sys-
tems can be found in [10].

PLS A Java based implementation using PLS.

In addition, in order to analyze the cost of prediction, we
benchmarked a variation of the PLS algorithm in which
threads only read the substate without predicting (the re-
sulted implementation is not sequentially consistent.) We
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did not use a contention manager in the either the OSTM
or PLS implementation. A contention manager is a heuris-
tic software mechanism [17] that decides when to back-off in
the face of access contention on the data structure.

Graphs (a) and (b) of Figure 9 illustrate the throughput
in accessing a large tree. Graph (a) shows the results of
an experiment in which operations were evenly distributed
between inserts and deletes (no lookups), on a large red-
black tree. When all of the executed operations modify the
data structure, PLS has higher throughput than OSTM on
low concurrency levels due to lower overhead, but from 16
threads and up, the limited parallelism of PLS degrades its
performance. On the large tree, where keys are often lo-
cated as deep as 16 levels below the root, the OSTM algo-
rithm involves relatively large transactions and thus suffers
from significant overhead, most likely due to memory man-
agement. In Graph (b), where the execution is dominated
by lookup operations, PLS performs significantly better due
to the fact that non-modifying operations involve very low
overhead.

Graphs (c) and (d) depict the experimental results on a
small set containing 100 elements on average. In Graph (c),
we see both PLS and OSTM utilize machine parallelism,
where OSTM does it successfully due to small transaction
size, and PLS due to a significant portion of insert (or delete)
operations that do not modify the set as their parameter ex-
ists (or is absent, respectively) in the tree. In the experiment
whose results are shown in Graph (d), although the OSTM
algorithm outperformed the lock-based one, PLS was faster
by a factor of 2 to 3.

We note that our results for the OSTM implementation
agree with those of [10] but are dramatically worse than
those of the C-based implementation of Harris and Fraser
in [1]. There are probably various factors responsible for
the difference. Harris and Fraser used a different mech-
anism than [10] to perform early release of hotspots like
the tree’s sentinel nodes. They used their own specialized
closed memory allocation mechanism, and their C-based im-
plementation naturally has a lower level of indirection than
Java code.

As another example of data structure design using PLS,
we conducted experiments on a red-black tree supporting
fixed size range queries®. We implemented range queries in
PLS by maintaining the substate as a subset of elements
which we update during the prediction process. The graphs
in Figure 10 illustrate the the results of experiments where
90% of the operations were range queries, 8% inserts, and
2% deletes. On the small tree, we picked a range size of
10 (Graph 10(a)) and 50 (10(b)), and on the large tree we
used 100 (10(c)) and 1000 (10(d)). The performance of
both PLS and OSTM degraded with respect to the lock-
based algorithm when the range size was increased, but
for different reasons. In PLS, operations always succeed,
but a source of extra overhead is the substate maintenance,
while in OSTM the increased transaction size increases the
chances of a transaction encountering a modification within
its range, which causes more transaction failures.

The preliminary benchmarks for PLS performance on red-
black trees suggests PLS as a viable approach as a method
for utilizing concurrency. However, one must remember that
red-black trees are the classical example of a data-structure

3 A range query is an operation that extracts a subset of keys
within a given key range
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(b) Large tree, 8%/2%/90%
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Figure 9: Throughput of Red-Black Trees Implemented Using PLS, OSTM, and Java Monitor Locks

that benefits from the predictive approach since it is in-
expensive to compute the results of operations from the
log. For example, we implemented a heap data structure
on the PLS framework, supporting insert, deleteMin, and
getMin. The prediction process of deleteMin and getMin
operations required maintaining the set of keys inserted and
removed during the current session. The amount of compu-
tation overhead in that case was unacceptable and the over-
all throughput measured was significantly lower than the
one of a simple coarse-grained locking approach. A heap
data structure is an example of a data structure for which
the PLS technique is a bad fit, mostly because the effect
of deleteMin is difficult to determine by inspecting its argu-
ments. One cannot predict the results of operations succeed-
ing a deleteMin without performing some sort of non-trivial
emulation.

Clearly more work is needed to adapt contention man-
agement mechanisms, and further evaluation is necessary to
understand the benefits and drawbacks of PLS for the design
of various data structure classes.

S. CONCLUSION

In this paper we introduced predictive log-synchronizat-
ion, a new concurrent programming paradigm that may
be viewed as conceptually contradicting the accepted ap-
proaches to parallelization such as fine grained locking and
transactional memory. These approaches aim to optimize
parallelism when accessing sets of disjoint locations in mem-
ory, while PLS optimizes parallelism in reading from mem-

ory, at the cost of not providing parallelism among modifica-
tions to disjoint locations. Moreover, PLS is based on using
a single coarse-grained mutual exclusion lock, a construct
traditionally held accountable for limited scalability.

The proposed solution is not claimed to be asymptoti-
cally scalable: the throughput of modifying operations is
technically bounded by the throughput of a single proces-
sor. However, one of our principal conjectures is that the
distribution of high level operations in real-world applica-
tions is read-dominated. Unlike other paradigms, the PLS
framework does not require parallel reasoning abilities from
the programmer, but does oblige the introduction of supple-
mentary code for the semantic specification of each type of
data structure.

We believe that the PLS framework, presented here in its
initial form, has the potential of being an interesting alter-
native to lock monitors and software transactional memory
mechanisms in a variety of circumstances.
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