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Abstract :

An interconnect for a high-performance cluster has to be optimized in respect to both high
throughput and low latency. To avoid the tradeoff between throughput and latency, the
cluster interconnect Clint has a segregated architecture that provides two physically sepa-
rate transmission channels: a bulk channel optimized for high-bandwidth traffic and a quick
channel optimized for low-latency traffic. Different scheduling strategies are applied. The
bulk channel uses a scheduler that globally allocates time slots on the transmission paths
before packets are sent off. In this way, collisions as well as blockages are avoided. In con-
trast, the quick channel takes a best-effort approach by sending packets whenever they
are available thereby risking collisions and retransmissions.

Clint is targeted specifically at small- to medium-sized clusters offering a low-cost alterna-
tive to symmetric multiprocessor (SMP) systems. This design point allows for a simple and
cost-effective implementation. In particular, by buffering packets only on the hosts and not
requiring any buffer memory on the switches, protocols are simplified as switch forwarding
delays are fixed, and throughput is optimized as the use of a global schedule is now possi-
ble.

This report is an extended version of a paper presented at SC2002, Baltimore, Maryland,
November 2002.
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1. Introduction

By clustering systemsavailability is improved andcomputing performances increased.

When compared with other hardware-based approaches such as fault-tolerant systems and dedi-
cated parallel systems, clusters offer a cost advantage since they capitalize on the economies of
scale by using relatively inexpensive building blocks.

Here, we are interested in high-performance clusters. Thanks to publicly available software
libraries such as implementations of PVM [20] and MPI [17], developing parallel applications
for clustered systems has become increasingly popular. Typically, these applications require tight
coupling of the processing nodes and, with it, an interconnect that provides high bandwidth as
well as low latency.

Clint* is targeted specifically at small- to medium-sized clusters that offer a low-cost alterna-
tive to SMP systems. Given this design point, we adopted a topology that relies on a single cen-
tral switch. The limited size of such a cluster offers ample opportunities to optimize cost and per-
formance.

Applications of the Clint architecture are not restricted to high-performance clusters. For ex-
ample, the segregated architecture and buffer-free switch design are applicable to backplane in-
terconnects used in network routers and switches [16] as well as in server machines and storage
devices.

Several cluster interconnects tailored for low-latency communication have been developed.
Examples are HIPPI [7], ServerNet [8], SCI [5] and Myrinet [1]. Unfortunately, these intercon-
nects can provide low latency only as long as they are lightly loaded. The reason is that there is a
tradeoff between high throughput and low latency. Clint removes this tradeoff by segregating the
interconnect into two physically separate channel&uk channeloptimized for the transmis-
sion of large packets at high bandwidth angueck channeloptimized for the transmission of
short packets at low latency. The segregated architecture of Clint is motivated by the observation
that network traffic typically falls into two categories: There is high-bandwidth traffic mainly
consisting of large packets and there is low-latency traffic mainly consisting of small packets.
Such a bimodal packet distribution has, for example, been reported in [11].

We have structured the paper as follows. Section 2 gives an overview of the Clint architec-
ture. Section 3 describes the components of Clint in detail. Section 4 contains simulation results.
Section 5 contrasts Clint with related work. Finally, Section 6 gives the conclusions.

Clint is the code name of a Sun Microsystems Laboratories internal project.



2. Overview

The Clint interconnect uses physically separate networks to implement the bulk channel and
the quick channel. That is, the channels use separate links as well as separate switches.

Given the different optimization criteria, the methods for scheduling the channels look quite
different. The bulk channel applies a relatively compute-intensive algorithm that avoids conflicts
in the switch and that optimizes the aggregate throughput of the switch. In contrast, the quick
channel uses a best-effort approach in that nodes send off packets without any coordination. As a
result, packets can collide. When this happens, one packet wins and the other packets lose. The
winning packet is forwarded and the losing packets are dropped and retransmitted at a later time
— retransmissions are handled in hardware.

The Clint network forwards packets with fixed delays. This property simplifies packet
scheduling and error detection. More specifically, it allows for a pipelined operation of the bulk
channel under control of a global schedule. Further, it simplifies error detection since a simple
request-acknowledge protocol can be used: If an acknowledgment packet has not been received a
fixed amount of time after the request packet was sent, a transmission error occurred. That is,
while similar protocols have to cope with variable, possibly unbound delays and variable num-
bers of outstanding packets, the protocol for Clint can rely on bounded delays and a fixed num-
ber of outstanding packets.

We have implemented a prototype system with the following characteristics. Each channel
uses a single switch with 16 ports. Links are serial copper cables with a length of up to 5 m. The
bulk channel has a full-duplex bandwidth of 2+2 Gbit/s and the quick channel has a full-duplex
bandwidth of 0.53+0.53 Gbit/s. With it, the bulk switch has an aggregate bandwidth of 32 Gbit/s
and the quick switch has an aggregate bandwidth of 8.45 Gbit/s. The physical layer uses 8B/10B
encoding; thus, the given data rates have to be increased by 25% to obtain the link rates.

An implementation of the segregated architecture does not necessarily require separate
physical channels. An alternative implementation could use separate virtual channels mapped
onto a single shared physical channel. We did not choose this approach since we wanted to avoid
the temptation to share resources and, as a result, compromise on the objectives set forth for each
channel.

3. Architecture

This section discusses the architecture of Clint in detail. We use the following notation. The
node that initiates a transfer is called ithiéator and the node addressed by the initiator is called
thetarget The packet sent from the initiator to the target is callezhaest packethe response
sent back from the target to the initiator is callechaeknowledgment packetlint implements a
push modehs data is always pushed from the initiator to the target: The request packet contains
anactive messagg 4], and the acknowledgment packet contains a transmission report.
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Figure 1: Message Formats.

3.1. Network Interface Card

The network interface card (NIC) is based on Active Messages 2.0 [14] and the Virtual Net-
work abstraction [2],[15]. This abstraction virtualizes the access points of the network in the
form of endpoints A collection of endpoints forms a virtual network with a unique protection
domain. Messages are exchanged between endpoints, and traffic in one virtual network is not
visible to other virtual networks.

There are two types of active messages: A bulk message sent over the bulk channel and a
quick message sent over the quick channel. The message formats are shown in Figure 1. The
fields identify theinitiator andtarget thehandlerto be called upon receipt by the target, and the
argumentsof the handler. The bulk message contains an additional 2 kByte payload. Not shown
are the packet fields added by the link layer. They include a packet type, a sequence number, and
a CRC. The chosen packet sizes are based on studies such as [11] and could be easily changed if
needed.

Figure 2 shows the data structures of an endpoint used for transmitting messages. The data
structures are identical for both the bulk channel and the quick channel. They are kept in main
memory on the host side and in local memory on the NIC side. Data is exchanged between the
host and the NIC via the PCI bus. Since the overhead of PCI bus accesses initiated by the host is
considerably higher than for accesses by the NIC, data structures are organized such that the host
has to access the NIC as little as possible.

A two-way handshaking protocol manages the buffer pools for sending and receiving mes-
sages.

2 For the platform we used, there is a significant overhead for PCI transactions initiated by the host as only 32-bit
bus transfers are supported and transfers require an address translation executed by an IOMMU.



Initiator Target

Host NIC NIC Host
SendCmplQueue i | SendReg | i| |i [RecvCmplReq | | RecvQueue

{ofidtrErrlvalid} [ {bfditgt | {| |i {bfld} L1 {ofl

Figure 2: Data Structures for Sending and Receiving Messages.

The steps for sending a message are:
* The host gets a free buffer.
* The host writes the message iktostSendBuffers

* The host notifies the NIC of the ready message by writing the corresponding buffer index
bfld and the targegt of the message inteendReg

* The NIC transfers the message frblostSendBuffero NICSendBuffers

* The NIC requests a switch slot and, once the request is granted, sends the message in a re-
guest packet.

* The NIC waits for the acknowledgement packet and, once it is received, notifies the host by
enqueueing an entry in®endCmplQueud he entry contains the buffer indbid, possible
transmission errorgErr, and avalid bit.

* The host dequeues the entry fr&@endCmplQueuand adds the buffer to a free list.
The steps for receiving a message are:

* The NIC writes the received message iINl€RecvBuffers

* The NIC gets a free buffer.

* The NIC transfers the message frbil€RecvBufferso HostRecvBuffers

* The NIC notifies the host of the received message by enqueuing an entry containing the
buffer indexbfld and avalid bit into RecvQueue

* The host dequeues the entry frRacvQueue.

* The host notifies the NIC of the completed message by writing the buffer index into
RecvCmplReg

* The NIC dequeues the entry frddecvCmplRegnd adds the buffer to a free list.

The NIC needs to consun¥endRe@nd RecvCmplRedaster than the host can write these
registers. These registers are, therefore, implemented as the input port of a FIFO structure.



SendCmplQueuandRecvQueuare implemented as ring buffers accessed by the in-pointers
SendCmplinand Recvin and out-pointerSendCmplOuand RecvOut respectively. Since the
gueues contain as many entries as there are entEndBufferandRecvBuffersrespectively,
they cannot overflow. For the same reason, since the queues can be used to maintain the free
buffers, no separate free lists are required. Referring to Figure 2, the non-shaded entries of
SendCmplQueuandRecvQueueontain indicedfld that point to empty buffers. Thus, a free list
can be maintained by adding another pointer to these queues. Since we want to keep the free lists
in memories local to the host or NIC, respectively, we only used this optimization on the initiator
side. On the target side, we maintain a separate free list on the NIC.

The two channels use different prefetching strategies taNRKISendBuffersThe quick
channel prefetches packets in the order their buffer indexes were writt&emdBegThe bulk
channel uses a more sophisticated method in that it tries to fill the buffers with messages destined
for different targets. For this reas@endRe@lso specifies the target so that the NIC has the op-
portunity to decide in which order to prefetch messages without having to fetch the message de-
scriptor from host memory. By having messages availali#@&endBufferslestined for differ-
ent targets the bulk scheduler is presented with more options and head-of-line blocking is
avoided [9].

Though future work will have to explore and analyze the different techniques for prefetching
messages, we want to outline a possible method. For each target, the NIC maintains a count of
messages that are buffered on the NIC. There is a maximum count that limits the number of mes-
sages that can be buffered for each target. Once the maximum count for a target has been
reached, the target is no longer considered when making prefetching decisions. This method
avoids HOL blocking in that a target that causes blockages cannot consume Spkic8end-
Buffersthat could be used for forwarding messages to targets that are not blocking.

It is important to note that HOL blocking can occur not only in the network switches but also
in various other places. HOL blocking can potentially be caused in any place that serializes the
transfer of data. As we have just shown, possible places other than the switch are the host mem-
ory and the NIC. Careful scheduling of the data transfers out of the host memory and out of the
NIC becomes even more critical as the bandwidth of the network increases relative to the band-
widths of the main memory and 10 subsystem.

3.2. Switch Organization

Figure 3 illustrates the different organizations of the bulk switch and the quick switch. In this
example, 2x2 switches connect two nodes. Each node consists of a bulk ibitigtarbulk tar-
getbtgt, a quick initiatorgini, and a quick targejtgt

Most notably, the switches do not contain any buffer memory - the buffer memories shown
are located in the nodes. The bulk channel uses an analog switch that corresponds to a flow-
through crossbar switch whereby packets are forwarded without being interpreted. This is possi-
ble since all signaling for the bulk channel is done via the quick channel. Ports as well as internal
data paths are serial. The quick channel is realized as a pipelined crossbar switch. While its ports
are serial, the internal data paths are byte-parallel and split into six pipeline stages to allow for a
data rate suitable for handling packet collisions and processing packets.

The prototype switches have the following latencies: 1.5 ns for the analog switch of the bulk
channel and 90 ns for the pipelined switch of the quick channel. Of more interest are the round-
trip times: They are 20 ps for the bulk channel and 1 ps for the quick channel. The calculated
round-trip times start when the beginning of a request packet leaves the node and stop when the



SendBuffers Bulk Switch

RecvBuffers
binig ’ ;o > btgt
bini, ; > btgt,

Bulk Scheduler
A A
8
qinio 7 =D *=D > qtgty
i v N 120 B« Nyl IR 2R
qiniy gl L > qtgty
Quick Switch

Figure 3: Organization of the Switch.

end of the corresponding acknowledgment packet has been received.

A central scheduler connected to the quick channel is used to schedule the bulk channel. By
informing the bulk scheduler of all packets waiting for transmission in the send buffers located
on the nodes the switch can be optimally scheduled. In particular, HOL blocking [9] can be
avoided since, for each initiator, the bulk scheduler can choose from packets with different desti-
nations.

For a pair consisting of an initiator and a target, packets are transferred in order. The ordering
relative to packets delivered to other targets or sent by other initiators is not specified.

The two channels transport the packet types shown in Table 1. The table lists the packet
types, their sizes (including header and checksum) and channel assignments. It is only the bulk
request packets that use the bulk channel while all other types of packets use the quick channel.

Table 1: Packet Types.

Type | Function Channel| Size [byte
breq | bulk request packet bulk 2086
back | bulk acknowledgment packef  quick 4
greq | quick request packet quick 36
gack | quick acknowledgment packet quick 4
cfg Configuration packet quick 19
gnt grant packet quick 4
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Figure 4: Pipelined Transmission of Bulk Packets.

3.3. Bulk Channel Pipeline

The bulk channel is operated as a pipelined data path. Packet transmission is split into three
stages each having the length of one bulk slot which corresponds to the time it takes to transfer a
bulk request packet:

B1. arb: During thearbitration stage a connection of the bulk switch is allocated for forward-
ing the request packet.

B2. trf: During thetransfer stagethe request packet is transferred from a send buffer of the
initiator to a receive buffer of the target.

B3. ack: During theacknowledgment stagthe target returns an acknowledgment packet to the
initiator.

Only the transfer stage uses the bulk channel. Both the arbitration stage and the acknowl-
edgment stage use the quick channel. Possible conflicts during the transfer stage are resolved in
the arbitration stage. Figure 4 illustrates the operation of the bulk channel pipeline. The transmis-
sion of five packetbred'; is depicted, whera is a number identifying the packétstands for
the initiator and for the target. In addition to the transmitted packets, the figure shows the tar-
gets requested by the initiators and the settings of the switch. Note that the initiator generates a
request for every target for which it has a full send buffer and that, as a result, the initiator can
request more than one target in a given arbitration cycle.

In slot s, bothbinip andbini; request connections withtgt,. The request dbinip is granted
and the request packeteq is transferred in slad. In slots;, bothbiniy andbinis request con-
nections withbtgty andbtgt. binig is granted the connection wittgt, andbiniy is granted the
connection withbtgt,. The corresponding transfers of pacKetscfoo andbredfy 1 take place in
slot s,. The remaining two requests are granted insl@ind the corresponding packered’ 1
andbred', o are transferred in slat.



A central arbiter is used to schedule the bulk channel. The arbiter calculates the schedule for
the subsequent transfer stage in the arbitration stage. An arbitration cycle starts with each node
sending aconfiguration packeto the arbiter. This packet combines information supplied by both
the initiator and the target residing on a node. It contains a request vector that identifies the tar-
gets for which the initiator has data packets. Also contained in the configuration packet is an en-
able vector that names the initiators from which the target accepts packets. An initiator is dis-
abled, for example, if it is suspected to be malfunctioning. Separate enable vectors are provided
for the quick and the bulk channel. The arbiter can now calculate a conflict-free schedule. The
schedule is communicated to the initiators with the helgranfit packetsEach initiator receives
a grant packet that reports whether one of its requests was granted and if so, which target it can
address in the following transfer stage.

The scheduler uses a proprietary algorithm cdllegist Choice First Arbitef6]. This algo-
rithm is not the focus of this paper and, therefore, described only briefly. The arbiter allocates
connections between initiators and targets based on the number of requests. More specifically,
when a target is scheduled, the initiator with the smallest number of requests is given highest
priority since it has the fewest choices. To avoid starvation, a round-robin scheme is added that
guarantees that a request is scheduled in bound time.

The timing of the channels is depicted in Figure 5. In this example, two pairs of inibators
andqini generate packets for the bulk channel and the quick channel, respectively. The stages of
the bulk pipeline can be easily identified. Looking at the transfer of bulk request pesifet,
slot s,.1 corresponds to the arbitration stage, siaio the transfer stage, and s#t; to the ac-
knowledgment stage. The sequence of packets is as follows. Ig. gl@onfiguration packets
cfg'os andcfg'y s are sent fronbiniy and bini;, respectively, to the switch; when arbitration is
finished, grant packetgnt's o andgnt’s return the resultshinip is granted the request fotgt,
andbiniy is granted the request fotgt. In slots,, the corresponding request packetsd'o; and
bred'; o are transferred. Finally, in slst.1, the acknowledgment packets are transferred, that is,
btgty sendsacK 1 to bini; andbtgt; sendsacK'; pto binio.

A transmission error is detected if a negative acknowledgment is received or the acknowl-
edgment is missing. A negative acknowledgment is returned if no receive buffer is available. (If
the target detects a CRC error, it does not return an acknowledgment to avoid the possibility of
returning the acknowledgment to the wrong initiator.) The loss of a packet is detected if the ini-
tiator does not receive an acknowledgment a fixed amount of time after the request was sent.

When the quick switch forwards packets, it gives the acknowledgment phaek&tzndgack
as well as the scheduling packetg andgnt priority over qreq by droppinggreqin the case of
collisions. Since the initiators know the times when grant packets are sent, they can avoid colli-
sions by not sending any packets during these times. Collisions between the high-priority packets
back gack,cfg, andgnt are not possible for the following reasons. The configuration and grant
packets are exchanged between the nodes and the switch, and do not actually pass through the
switching fabric. Though the bulk acknowledgment packets do pass through the switching fabric
of the quick switch, they cannot collide since the paths used correspond to the inverted schedule
that was originally calculated for forwarding the bulk request packets in the bulk switch. The
schedule is said to be inverted as the request and acknowledgment packets use the switch paths
in opposite directions. For example, in Figurbréd'y 1 is forwarded from input port 0 to output
port 1, and the corresponding acknowledgment paukeit' ois forwarded from input port 1 to
output port 0. Thus, bulk acknowledgment packets are never dropped and bulk request packets
cannot be lost as a result of collisions on the quick channel.



Sn1 Sh Sn
n-1 n +1
bini, bredo ; breqp ; brqu,l
n-1 n 1
bini breqy o breqy o breqy
_iarbitration |_ _ L
ginig "
n n+l n+l n
cfdos gntgo cfdos gntso; back, o
gini,
cfors gntg, cfgre  gntly backy,

Figure 5: Channel Timing.

For the Clint prototype, the transmission of the acknowledgment and scheduling packets
consumes 5% of the quick channel bandwidth leaving ample bandwidth for regular data packets.

Since the grant packets are sent simultaneously and at a fixed time relative to the bulk slot
boundaries, they are further used to synchronize the nodes. Slot boundaries of different nodes
are, of course, not perfectly aligned and differences in transmission delays, for example, caused
by differences in link lengths, have to be considered. While in our prototype implementation a
gap is inserted at the beginning of a slot to compensate for the misalignment, it would be possi-
ble to improve the alignment by actually measuring the round-trip times of the links.

The grant packets are also used to assign a unique identifier to each node. The node identifier
corresponds to the number of the output port from where the packet was sent.

3.4. Quick Channel

A best-effort approach is applied to the quick channel in that packets are sent as soon as they
become available. As a result, collisions occur in the quick switch in which case packets are
dropped and retransmitted. Dropping packets is not as drastic a measure as might appear. Colli-
sions happen infrequently since the quick channel is only lightly loaded due to the provision of
excess bandwidth. While typical applications are expected to generate only light load on the
quick channel, a throttling mechanism could be added to the nodes to limit usage of quick chan-
nel bandwidth. Retransmissions do not add a burden to the hosts since the NIC hardware already
contains the necessary control logic and buffers to handle transmission errors.

The quick switch uses a minimal scheduler that applies a first-come, first-considered policy.
When a packet arrives at an input port, a request is sent to the output port specified by the routing
information contained in the packet header. When quick packets collide in the switch, the packet
that arrives first will win and be forwarded and packets that arrive later will lose and be dropped.

If colliding packets arrive simultaneously, a round-robin scheme is used to pick the winner and
the losers. This way starvation is avoided. Further, this scheduler is able to make quick routing
decisions so that forwarding latencies are kept low.
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Figure 6: The Prototype Board of the Clint Switch.

3.5. Implementation

Figure 6 shows the prototype board of the Clint switch. The bulk channel and quick channel
can be easily identified. The bulk switch is implemented with an AMCC S2018 17 x 17
crosspoint switch and the quick switch is realized with a Xilinx XCV600 FPGA and four AMCC
S2064 quad serial transceivers.

The main components of the NIC are a Xilinx XCV2000 FPGA, three Micron
MT54V512H18 9 Mbit QDR SRAMs implementing the send and receive buffers, a TI TLK2500
serial transceiver interfacing the bulk channel, and an AMCC S2064 serial transceiver interfac-
ing the quick channel.

In the following, we briefly want to discuss the major challenges we encountered during the
development of the Clint prototype systems.

Number of Clocks

The FPGA of the NIC uses a total of five clocks:

* PCI clock (66/132/264 MHz): This clock is provided by the PCI bus and clocks the PCI in-
terface logic. It also serves as the main clock that drives the majority of the NIC logic. 2x and
4x versions of this clock are used for interfacing the QDR SRAMSs.

* Quick channel send clock (66 MHz): This is the send clock for the quick channel transceiver.

* Quick channel receive clock (66 MHz): This clock is recovered from the incoming data
stream by the quick channel transceiver.

10



» Bulk channel send clock (125 MHz): This clock supplies the send clock for the bulk channel
transceiver.

» Bulk channel receive clock (125 MHz): This clock is recovered from the incoming data
stream by the bulk channel transceiver.

The large number of clocks posed several problems. Since the FPGA only provides four
dedicated clock networks, we had to use regular wiring for some of the clocks. As a result, skew
control became a critical issue for those clock networks implemented with regular wiring. Fur-
ther, crossing clock domains required synchronizers in the form of FIFOs. We designed these
FIFOs carefully to reduce the possibility of metastable states and to avoid over- and underflow.

PLL Synchronization

Since we use an analog switch for the bulk channel, the transceiver of the receiving NIC has
to be resynchronized with the clock of the sending NIC if the schedule changes; possibly, this
happens every slot. Unfortunately, transceiver PLLs are typically not designed to quickly lock
onto the clock embedded into the received data stream — locking typically happens only when
the system is powered up. While the Tl TLK2500 transceiver has the shortest locking time of the
available transceivers, the overhead of the receiver PLL locking onto the received data still con-
stitutes 5% of a slot.

Links

We decided to use coax cables for both the quick and the bulk links as they provide signifi-
cantly lower cost than optical links. Though the high transmission rate of 2.5 Gbit/s limits the
span of coax cables to roughly 5 m, this link length seems sufficient for a rack-mounted cluster
with a small to medium size.

The challenges when designing the 2.5 Gbit/s bulk link is the attenuation as well as the mis-
matches in delays when transmitting over differential wires. Both factors impact the size of the
signal eye seen by the receiving transceiver. We tested several different cables and finally deter-
mined that the SkewClear 150 Ohm Twinax cable from SpectraStrip performed the best. We
chose a low AWG of 22 to minimize attenuation. With a loss of 0.58 db/m, a 5 m cable contrib-
utes a loss of 2.9 db.

When looking at the overall attenuation and delay mismatch of a link, the BRE &nd ca-
ble connectors also need to be considered. We chose Berg HSSDC connectors specified for op-
erating frequencies of up to 2.5 Gbit/s. We estimate that each connector adds a loss of 1 db. Fi-
nally, we manually laid out the differential PCB traces to minimize attenuation and control their
impedance by choosing the trace geometry accordingly. Given a maximal trace length of 6 in, we
calculated the attenuation of the trace to be 3 db = 6 in x 0.5 db/in. We avoided vias as much as
possible since they pose a significant impedance mismatch. Measurements revealed that the
characteristic impedance of the differential traces is 110 Ohm rather than 150 Ohm. We found
that the calculations using the geometry of the traces mistakenly did not consider the fact that the
thickness of the copper traces on the outer layers increases during the metal plating process used
to create vias.

11
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Figure 7: Simulation Model.

4. Simulation Results

In this section, we analyze the Clint architecture with the help of a simulation model based
on a register-transfer level description.

4.1. Simulation Methodology

Figure 7 shows a block diagram of the simulation model. A cluster with 16 hosts is consid-
ered. For each channel, an initiator contains a packet generator that deposits packets into a packet
queue that looks like a FIFO quéueith unlimited length. Packets are transferred from the
packet queue to the send buffers when space permits. The number of send buffers is a parameter
of the simulation run.

The timing and behavior of the two channels is modeled as realistically as possible. Timing
resolution is a cycle of 4 ns which corresponds to the byte-time on the bulk channel. A simula-
tion run takes 10cycles.

Latency refers to the time a packet spends in the packet queue as well as in the buffer pool.
More specifically, the latency time starts when the packet is generated and deposited into the
packet queue and stops when transmission of the packet out of the send buffer begins. The la-
tency numbers neither include wire delays nor serialization delays, which can be a dominant
factor for small latency values.

Latency times are calculated as a function of load. The load refers to the number of packets
generated by the packet generator. It is given as the fraction of the available link bandwidth.

We are using a synthetic workload with the following characteristics. The destinations of the
packets form a uniform distribution. The mean value of the injection rate maintained by the

% Future work will have to address the benefits of out-of-order prefetching as described in Section 3.1.
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packet generator is a parameter of the simulation while the injection interval varies according to
a uniform distribution. An option is provided to generate packets in bursts; again, the distribution
of burst lengths is uniform.

We are currently porting Sun HPC ClusterTd8I4.0 to be able to benchmark MPI applica-
tions running on Clint. Still, a simulation of a synthetic workload has its own value as it more
easily allows for evaluating individual architectural features.

4.2. Latency Simulations

Figure 8 illustrates the results of the latency simulations for the bulk channel. Four different
architectures are considered:

B1l. The bulk channel is not scheduled. The bulk switch contains no packet buffers. If packets
collide, one packet is forwarded and the other ones are dropped and retransmitted.

B2. The bulk channel is not scheduled. The bulk switch contains no packet buffers. Collisions
are avoided by applying back pressure.

B3. The bulk channel is not scheduled. Collisions are resolved by storing packets in output
buffers of the switch. If an output buffer overflows, packets are dropped and later retrans-
mitted.

B4. The bulk channel is globally scheduled. This organization corresponds to the Clint archi-
tecture described in the previous section.

For each architecture, the number of send buffers contained in the hosts is 16. The output-
buffered switch has 16 buffers per output port. A buffer is large enough to hold a complete
packet.

On the bulk channel, the load is made up entirely of bulk request packets. The simulation as-
sumes error-free transmission on the bulk channel. Bursty and non-bursty traffic patterns are ex-
amined. Bursts have a maximal length of five packets.

Examining the graphs of Figure 8, the following observations can be made. As the load in-
creases, the latency increases less for the scheduled bulk channel than for the unscheduled ver-
sions of the bulk channel. In fact, the graphs show that the unscheduled architectures saturate at
much less than the maximal channel capacity. In these cases channel utilization is limited by
HOL blocking [9]. In contrast, the scheduled Clint channel can be operated well above this point.
Comparing architectures B1 and B2 the use of back pressure reduces latency since it takes less
time to recover from a conflict. Adding buffers to the switch also improves channel utilization;
however, it cannot remove HOL blocking which is a problem inherent to an unscheduled switch.

Architectures B1-B3 represent conventional networks that rely on local switching decisions.
As the graphs clearly show, the use of a global schedule by the Clint architecture B4 yields a
significant improvement in channel utilization.

There is, however, a price to pay for scheduling a channel and the resulting higher channel
utilization. Imposing globally synchronized time slots to transmit packets adds, on average, half
a slot to the packet latency. The latency is further increased by the time needed to calculate the
schedule. For these reasons, the latencies are higher for the scheduled bulk channel B4 than for
the unscheduled bulk channels B1-B3 at low load. However, it should be kept in mind that the
bulk channel is not optimized for low latency and that low-latency packets are to be sent over the
quick channel.
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We have developed a method to speculatively schedule the bulk schedule to reduce the syn-
chronization penalty under light load. We will describe this method in a future publication.

Figure 9 illustrates the simulation results for the quick channel. Two architectures are consid-
ered:

Q1. This is the unscheduled quick channel of the Clint architecture. Packets may be dropped
and retransmitted as a result of collisions.

Q2. This variation of the Clint quick channel interleaves quick request and acknowledgment
packets in the switch and the NIC. That is, rather than dropping request packets that collide
with acknowledgment packets, the switch intersperses acknowledgment packets into the
request packets. And the NIC interleaves the transmission of acknowledgment and request
packets rather than delaying the transmission of either of them.

In both scenarios the hosts contain four send buffers.

We have simulated the latencies for the quick request packets again as a function of load. In
the case of the quick channel the load is made up of different types of packets. They are modeled
as follows. The effect of the bulk acknowledgment packet, configuration packet, and grant
packet on the simulated latencies are modeled as a reduction of the available bandwidth. The
transmission of both the quick request and acknowledgment packets is modeled in detail includ-
ing collisions. Figure 10 only shows the load created by request packets — the shown load does
not include the traffic caused by quick acknowledgment packets or packet retransmissions.

Analyzing the graphs, the following observations can be made. The latencies are an order of
magnitude smaller for the quick channel than for the bulk channel. The quick channel does,
however, saturate under less load than the bulk channel. The reason, of course, is the lack of
scheduling that would avoid HOL blocking and collisions. The quick channel does, however,
provide enough bandwidth that we do not expect it to be operated anywhere close to the satura-
tion point. In terms of packet throughput, the quick channel provides 15 times the capacity of the
bulk channel, that is, for every request forwarded on the bulk channel, 15 requests are forwarded
on the quick channel. Given that link saturation is observed around 35% link capacity, a ratio of
up to 5 quick request packets per bulk request packet can be tolerated.

As the graphs show, channel utilization can be significantly improved by interleaving request
and acknowledgment packets. Interleaving is applied in the switch as well as in the NIC. In the
switch, packet interleaving reduces collisions and, with it, latency as request packets are no
longer dropped when they collide with acknowledgment packets. In the NIC, packet interleaving
reduces latencies as the transmission of acknowledgment packets is no longer delayed when a
request packet is being sent.

We have extracted data points of graphs B4 and Q2 and assembled them in Table 2 to make a
guantitative comparison easier. For bursty traffic, the latency times for the quick channel are 19
and 11 times smaller for loads of 0.1 and 0.3, respectively, than for the bulk channel.

Figure 10 shows the collision rates for architectures Q1 and Q2. For Q1 we determined the
rate of collisions with acknowledgment packets in addition to the rate of collisions with both re-
guest and acknowledgment packets. For low load there are roughly as many collisions with re-
guest packets as there are with acknowledgment packets. As the load and, with it, the number of
retransmission increases, the ratio of request packets and acknowledgment packets changes such
that there are many more request packets. As a result, collisions with request packets are more
likely than collisions with acknowledgment packets.
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Table 2: Selected Latency Simulations.

Latency [us] Latency
Bulk Quick | Ratio
Chan- | Chan-
nel nel
Load=0.1| Non-bursty 7.4 0.1 51
Bursty 21.0 1.1 19
Load=0.3| Non-bursty 10.5 1.0 11
Bursty 32.9 2.8 11
Load=0.5| Non-bursty 16.8
Bursty 53.5
Load=0.7| Non-bursty 34.2| satu-
Bursty 103.7| rated
Load=0.9| Non-bursty| 464.4
Bursty 1636.7

5. Related Work

Similarly segregated network architectures can also be found in parallel machines such as the
Cray T3D [10] and the CM-5 [13]. These machines contain a low-latency network mainly used
for synchronization operations in addition to a general-purpose network. Compared with Clint,
the physical span of these networks is, however, much more limited.

The use of multiple networks with different characteristics is examined in [11],[12]. In these
papers, a technique called performance-based path selection is tested on a cluster of SGI multi-
processors interconnected with Ethernet, FibreChannel, and HIPPI networks. This technique se-
lects the network that offers the lowest latency for the size of the message to be transmitted.
Speedups of up to 2.11 are measured for the selected benchmark programs.

A hybrid router architecture consisting of one switch using wormhole routing and several
switches using circuit switching is described in [4]. The former switch implements several virtual
channels of which a subset is used to set up and tear down the physical circuits implemented by
the latter switches. The nodes pre-establish circuits by sending probes to the routers. Unlike the
central bulk scheduler of Clint, the routers only have partial knowledge of the packets waiting in
the nodes to be sent and, as a result, throughput is reduced accordingly.

The use of separate mechanisms to transport short and long messages has been proposed by
the lllinois Fast Messages (FM) protocol [18] and the Scheduled Transfer Protocol (ST) [19] for
HIPPI-6400. The FM protocol provides two send routines similar to sending a bulk packet and a
quick packet, respectively. Unlike Clint, both routines use the same channel. ST uses two sepa-
rate channels: A high-bandwidth data channel and a low-latency control channel. The control
channel is used by upper-layer protocols and is not available for the exchange of low-latency
user-level messages.

It is important to recognize the differences between the segregated architecture of Clint and
other architectures with multiple channels such as HIPPI-6400 [19]. While Clint implements its
two channels with physically separate networks, that is, with separate links and switches, other

16



approaches multiplex multiple channels onto a single shared network. Some degree of decou-
pling can be achieved by using separate buffer queues [3]. This technique is quite efficiently
used to prevent HOL blocking in input-buffered switches [9]. Still, the channels are competing
for shared resources such as links or switching fabrics. Also, design objectives set forth for each
channel have to be compromised if there is one physical channel. Another important difference is
the usage model for the channels. Both channels of Clint are intended for general-purpose usage.
In particular, both channels are available to user programs. This is not true for networks such as
HIPPI-6400 that provide a control channel in addition to a regular data channel and that restricts
the usage of the control channel to protocol processing.

6. Conclusions

We have described a segregated network architecture that provides two physically separate
channels with different characteristics: A high-bandwidth channel for the scheduled transfer of
large packets at high bandwidth and a low-latency channel for best-effort delivery of small pack-
ets with low forwarding latency. Only by separating these two concerns, can a network be ob-
tained that achieves high throughput and, at the same time, low latency. The simulation results
show that the bulk channel can be utilized nearly up to its full capacity and the quick channel
provides latencies that are an order of magnitude smaller than for the bulk channel.

Future work will have to explore criteria for selecting the channels. If the choice is not left to
the application, the characteristics of the message such as size or type might be used as a selec-
tion criteria. For example, short messages containing synchronization operations and resource
management operations could benefit from using the quick channel.

We have shown the advantages of a globally scheduled bulk channel that considers the pack-
ets as soon as they become available in the nodes: It achieves higher network utilization as well
as lower latencies under load than other unscheduled networks or networks with scheduling local
to the switch. This was achieved by imposing a rigid timing regime that relies on fixed forward-
ing delays and coordinated packet transmission. This allows transmission paths to be allocated at
the time a packet leaves a host so that packets passing through the network do not inflict any
collisions. By avoiding such conflicts, head-of-line blocking is avoided.

As the bulk channel requires only a simple flow-through switch that does not have to process
packets, it can be easily scaled to higher speeds. Furthermore, an implementation can be envi-
sioned that uses a purely optical network for the bulk channel and an electrical network for the
quick channel.

Applications of the Clint architecture, including a hybrid optical/electrical implementation,
are not restricted to clustered systems. The segregated architecture and buffer-free switch design
are also applicable to backplane interconnects as used in server machines and storage devices.
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